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Welcome!

e \Welcome to the October 2022 interim

meeting of the W3C WebRTC WG, at which

we will cover:

o Encoded-transform
o WebRTC-PC
o Capture Handle

e Future meetings:

o November 15, 2022
o December 6, 2022



https://www.w3.org/2011/04/webrtc/wiki/Main_Page#Meetings
https://www.w3.org/2011/04/webrtc/wiki/November_15_2022
https://www.w3.org/2011/04/webrtc/wiki/December_6_2022#WebRTC_WG_Virtual_Interim

About this Virtual Meeting

Meeting info:

©)

https://www.w3.0rg/2011/04/webrtc/wiki/October 18 2022

Link to latest drafts:

@)

0O O OO0 OO0 O o o0 O O O O o

O

https://w3c.github.io/mediacapture-main/
https://w3c.github.io/mediacapture-extensions/
https://w3c.github.io/mediacapture-image/
https://w3c.github.io/mediacapture-output/
https://w3c.github.io/mediacapture-screen-share/
https://w3c.qithub.io/mediacapture-record/
https://w3c.qithub.io/webrtc-pc/
https://w3c.github.io/webrtc-extensions/

https://w3c.qithub.io/webrtc-stats/
https://w3c.qithub.io/mst-content-hint/

https://w3c.qgithub.io/webrtc-priority/
https://w3c.github.io/webrtc-nv-use-cases/
https://github.com/w3c/webrtc-encoded-transform
https://github.com/w3c/mediacapture-transform
https://qithub.com/w3c/webrtc-svc
https://qithub.com/w3c/webrtc-ice

Link to Slides has been published on WG wiki

Scribe? IRC http://irc.w3.org/ Channel: #webrtc

The meeting is (still) being recorded. The recording will be public.
Volunteers for note taking?
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http://irc.w3.org/
http://irc.w3.org/?channels=webrtc

W3C Code of Conduct

e This meeting operates under W3C Code of Ethics and
Professional Conduct

e We're all passionate about improving WebRTC and the

Web, but let's all keep the conversations cordial and
professional


https://www.w3.org/Consortium/cepc/
https://www.w3.org/Consortium/cepc/

Virtual Interim Meeting Tips

This session is (still) being recorded
e Type +q and -q in the Google Meet chat to get into and out
of the speaker queue.
Please use headphones when speaking to avoid echo.
Please wait for microphone access to be granted before
speaking.
Please state your full name before speaking.

Poll mechanism may be used to gauge the “sense of the
room”.



Understanding Document Status

e Hosting within the W3C repo does not imply adoption by the
WG.
o WG adoption requires a Call for Adoption (CfA) on the
mailing list.
e Editor’s drafts do not represent WG consensus.
o WG drafts do imply consensus, once they’re confirmed
by a Call for Consensus (CfC) on the mailing list.
o Possible to merge PRs that may lack consensus, if a
note is attached indicating controversy.



Issues for Discussion Today

08:10 - 08:35 AM Encoded Transform Overflow from TPAC (Harald)
08:35 - 08:40 AM Mediacapture-Extensions (Henrik)

08:40 - 09:00 WebRTC-PC Overflow from TPAC (Jan-lvar)

09:00 - 09:20 WebRTC-Extensions (Florent)

e (09:20-10:00 AM Capture Handle (Elad)

Time control;

e A warning will be given 2 minutes before time is up.
e Once time has elapsed we will move on to the next item.



Encoded Transform Overflow from TPAC
Start Time: 08:10 AM

End Time: 08:35 AM



For Discussion Today

e Encoded-Transform
o Issue 131: Should we expose packetization level
API to RTCRtpScriptTransform?
o Issue 109 & Issue 119: Revisit question of whether
frames need to be ordered on incoming
o Issue 143: generateKeyFrame
o Issue 140: add mimeType to metadata
ssue 154: add rtp segNum to inbound audio



https://github.com/w3c/webrtc-encoded-transform/issues/131
https://github.com/w3c/webrtc-encoded-transform/issues/119
https://github.com/w3c/webrtc-encoded-transform/issues/119
https://github.com/w3c/webrtc-encoded-transform/issues/143
https://github.com/w3c/webrtc-encoded-transform/issues/140
https://github.com/w3c/webrtc-encoded-transform/issues/154

TPAC discussion recap

The minutes show that we only got to
discussing issue #131 (packet-level APl); this
discussion continued in the Media/WebRTC
joint meeting. Als were assigned for explainer,
use cases and architecture descriptions.

Accordingly, we'll take the other issues here.
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https://www.w3.org/2022/09/13-webrtc-minutes.html#t10
https://www.w3.org/2022/09/15-mediawg-minutes.html#t03

Issue 109 & Issue 119: Depacketization order

e \With packet loss and retransmission, packets (and frames) may be
reordered

e \When decoding, frames must be in order (or be a keyframe)

e \When transforming, it is simplest to do it in decode order

e This means jitter buffer happens before transforming, which does not
allow compensation for app-induced jitter

Current Chrome implementation will sometimes be out-of-order.
Should we allow apps that receive frames out-of-order?
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https://github.com/w3c/webrtc-encoded-transform/issues/109
https://github.com/w3c/webrtc-encoded-transform/issues/119

Issue 143: generateKeyFrame (revisit)

Discussed at TPAC
Affects both encoded-transform and sender API
Resolution recorded at TPAC was option 3 (no rid, all rids get
a keyframe always) + no timestamp returned.
Concerns raised after the meeting.
Option 4 (Philipp)
o pass an array of rids
m empty array (default) means “all rids”
o no return value as value of (rtp!) timestamp to application
IS unclear
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https://github.com/w3c/webrtc-encoded-transform/issues/143
https://www.w3.org/2022/09/13-webrtc-minutes.html#t07

Issue 158 / PR 140: add mimeType to metadata

e Similar to payloadType, defined as in stats
e Allows Javascript to make informed decisions
about the format of the payload without
needing to “resolve” payload type via SDP
parsing
o Particularly relevant in workers where PeerConnection
+ SDP may be not readily available
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https://github.com/w3c/webrtc-encoded-transform/issues/158
https://github.com/w3c/webrtc-encoded-transform/issues/140
https://w3c.github.io/webrtc-stats/#dom-rtccodecstats-mimetype

Issue 154: add rtp seqNum to inbound audio

Adds rtp sequence number to inbound audio
frames
o Relevant to detect audio packet loss

Easy to define for inbound audio
o Tough for outbound due to interactions with probing
o Video frames have more than one sequence number
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https://github.com/w3c/webrtc-encoded-transform/issues/154

Issue 131: Packetization API

e Use cases where WebRTC encoded transform is missing support
o RED transform that hits the MTU limit
m Expose MTU value (plus event) in transformer
o Use SFrame at the packet level (SPacket) instead of frame level
m Extension to RTCEncodedVideoFrame on sender side
e Provide RTP packet payloads instead of encoded frame data
o Read/Write access to RTP headers like voice activity
m Extend RTCEncodedAudioFrame & RTCEncodedVideoFrame
e Dedicated getters/setters of useful supported RTP headers
e Alternative is to expose a pure RTP packet interface (unencrypted)
e Do we have enough of a use case to do any of this?
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https://github.com/w3c/webrtc-encoded-transform/issues/131

Discussion (End Time: 08:35)
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Mediacapture-Extensions (Henrik)
Start Time: 08:35 AM

End Time: 08:40 AM
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PR 77: Add MediaStreamTrack framesCaptured and
framesEmitted (Henrik) — 1/2

track.getSettings().frameRate tells you the configured FPS, not the actual.
But what is the “actual” FPS?

e The camera may produce less frames (e.g. lighting conditions).
e Frames may be dropped prior to sink delivery (e.g. performance problems).

All frame counters are interesting: settings, produced for track, “emitted” from track.
e \Want both camera FPS and frame drop metrics.

Some use cases provide frame counters (e.g. pc.getStats()’s media-source.frames
or video.getVideoPlaybackQuality()'s totalVideoFrames). BUT...

e These measurements happen by the sink = not accounting earlier frame drops.

e These APIs assume specific use cases. We should not force use of WebRTC imo.
19



https://w3c.github.io/webrtc-stats/#dom-rtcvideosourcestats-frames
https://w3c.github.io/media-playback-quality/#dom-videoplaybackquality-totalvideoframes
https://github.com/w3c/mediacapture-extensions/pull/77

PR 77: Add MediaStreamTrack framesCaptured and
framesEmitted (Henrik) — 2/2

An API for “produced by camera” and “emitted by track” frame counters belong to track.
Proposal: Promise<MediaTrackStats> MediaStreamTrack.getStats()

dictionary MediaTrackStats {

unsigned long long framesCaptured; // E.g. produced by camera
unsigned long long framesEmitted; // Non-dropped frames

}

A frame is “emitted” if it was passed to a sink.
e Neither dropped, muted/disabled or discarded.*

* The frame could still be dropped later by the sink, for which we have other APIs.
20


https://github.com/w3c/mediacapture-extensions/pull/77

WebRTC-PC (Jan-lvar)
Start Time: 08:40 AM
End Time: 09:00 AM

21



For Discussion Today

e Simulcast

o Issue 2732: Inconsistent rules for rid in
RTCRtpEncodingParameters (jib)

o lssue 2764: What is the intended behavior of rollback of remote
simulcast offer? (Jan-lvar)

o Issue 2737: Modifications to [[SendEncodings]] from
setParameters and sRD can be racy (Jan-lvar)

o lssue 2762: Simulcast: Implementations do not fail (and that
seems good) (Jan-lvar)
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https://github.com/w3c/webrtc-pc/issues/2732
https://github.com/w3c/webrtc-pc/issues/2764
https://github.com/w3c/webrtc-pc/issues/2737
https://github.com/w3c/webrtc-pc/issues/2762

Issue 2732: Inconsistent rules for rid in
RTCRtpEncodingParameters 1/2 (Jan-lvar)

The following succeeds in Firefox, but Chrome/Edge &
Safari throw TypeError: lllegal length of rid (or simiar message)

const transceiver = pc.addTransceiver("video", {
sendEncodings: [{rid: "seventeencharctrs"}] // > 16

});

The spec relies on REC 8851 which allows 256 octets, but in practice, people
use single-character RIDs, because anything bigger bloats the RTP header.

Proposal: still try to limit rids to 16 characters for web compat (next slide)
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https://jsfiddle.net/jib1/qs3va482/
https://w3c.github.io/webrtc-pc/#dom-rtcpeerconnection-addtransceiver
https://www.rfc-editor.org/rfc/rfc8851
https://github.com/w3c/webrtc-pc/issues/2732

Issue 2732: Inconsistent rules for rid in
RTCRtpEncodingParameters 2/2 (Jan-lvar)

Errata https://www.rfc-editor.org/errata/eid7132 filed on RFC 8851 Section 10:
- rid-id = 1*(alpha-numeric /"-" /" ")
+ rid-id = 1*255(alpha-numeric) &

Restricting size 16 instead of 255 hard to justify as an erratum. Doable in a bis?

e Aligns with Chrome/Edge and Safari which already throw on "-"and " "
e But they also throw on " (treated as missing which isn’t right) &

e They also throw on "seventeencharctrs" &

Next steps: Try bis on <16 and ... outlaw "" in webrtc-pc or fix impls?


https://www.rfc-editor.org/errata/eid7132
http://www.rfc-editor.org/rfc/rfc8851.txt
https://jsfiddle.net/jib1/pmokcsLu/
https://github.com/w3c/webrtc-pc/issues/2732

Issue 2764: What is the intended behavior of rollback of
remote simulcast offer?

The spec says sRD(offer to receive simulcast) overwrites a rid-free [[SendEncodings]] array:

5. If a suitable transceiver was found (transceiver is set), and proposedSendEncodings
is non-empty, run the following steps:

1. If the length of transceiver.[ [Sender]].[[SendEncodings]] is 1, and the lone
encoding contains no rid member, set transceiver.[ [Sender]].
[ [SendEncodings]] to proposedSendEncodings, and set transceiver.
[[Sender]].[[LastReturnedParameters]] to null.

Unicast vs. simulcast arrays aren’t super compatible (e.g. scaleResDown: [{1}] vs [{4},{2},{1}])
Rollback of sRD is rare (not used in perfect negotiation). Given all this, POLA seems to be:

1. sRD(rollback of the above) overwrites [[SendEncodings]] array again with what was before
2. Any read/store modifications of the simulcast encodings (through setParameters) is lost.

Proposal: clarify this.


https://github.com/w3c/webrtc-pc/issues/2764
https://w3c.github.io/webrtc-pc/#set-description

Issue 2737 | PR 2788: Modifications to [[SendEncodings]]
from setParameters and sLD/sRD can be racy (Jan-lvar)

await setParameters(params) read/store-modifies [[SendEncodings]]. May inherently race with:

e sRD(offer to receive simulcast) overwrites a rid-free [[SendEncodings]] array
e sRD(rollback of the above) overwrites [[SendEncodings]] array again
e sLD/sRD(answer) may prune all but one rid encoding from [[SendEncodings]]

We probably want the result we'd gotten had setParameters completed first.
Proposal: Let setParameters complete first, like we do when addTrack races with sRD:
7. If description is applied successfully, the user agent MUST queue a task that runs the following steps:
1. If connection.[[IsClosed]] is true, then abort these steps.

2. If remote is true and description is of type "offer", then if any addTrack() methods on
connection succeeded during the process to apply description, abort these steps and start the
process over as if they had succeeded prior, to include the extra transceiver(s) in the process.

3. If any promises from setParameters methods on RTCRtpSenders associated with connection
are not settled, abort these steps and start the process over.

26


https://github.com/w3c/webrtc-pc/issues/2737
https://github.com/w3c/webrtc-pc/pull/2788

Issue 2762: Simulcast: Implementations do not fail (and that
seems good) (1/2) (Jan-lvar)

With PR 2758 merged, the spec has moved half-way towards implementations (not all the way):

5. If remote is true, and description is of type "offer", then for each media description requesting to
receive simulcast that already has an existing RTCRtpTransceiver object, transceiver, associated with
it, as described in [RFC8829] (section 5.10.), if none of the encodings in transceiver.[ [Sender]].
[[SendEncodings]] contain a rid member whose value matches any of the rids in the simulcast
attribute, then fail the process of applying description.

NOTE

A change in rids values is tolerated in remote offers to receive simulcast as long as at
least one rid matches a rid in the encodings that were previously negotiated, or the
offer is to no longer receive simulcast. Mismatched or out-of-order rids result in layer
removal, and layer expansion is prevented in user agent answers. This specification
does not allow remotely initiated RID renegotiation.

This relaxation of offer validation satisfies JSEP, while simultaneously maintaining the existing
spec invariant that layer pruning of encodings only happens in sLD(answer). Avoids rollback!
(works because JSEP ensures the answer is within the envelope of the offer) 27


https://github.com/w3c/webrtc-pc/issues/2762
https://github.com/w3c/webrtc-pc/pull/2758
https://w3c.github.io/webrtc-pc/#set-description

Issue 2762: Simulcast: Implementations do not fail (and that
seems good) (2/2) (Jan-lvar)

The existing pruning language in sLD(answer)... s/“offered”/“previously negotiated”/ to clarify:

7. If description is of type "answer" or "pranswer", and transceiver. [ [Sender]].
[ [SendEncodings]] .length is greater than 1, then run the following steps:

1. If description indicates that simulcast is not supported or desired, then remove
all dictionaries in transceiver. [ [Sender]].[[SendEncodings]] except the first
one and abort these sub steps.

2. If description is missing any of the previously negototiated layers, then remove
the dictionaries that correspond to the missing layers from transceiver.
[[Sender]].[[SendEncodings]].

Proposal: stop here and close this issue.

Implementations already fail to implement rollback of pruning.
By updating to spec, which says to not expose pruning until "stable", there’s no need to.

28


https://github.com/w3c/webrtc-pc/issues/2762

Discussion (End Time: 09:00)
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WebRTC-Extensions (Florent)
Start Time: 09:00 AM
End Time: 09:20 AM

30



For Discussion Today

e Data Channels
o Issue 114: RTCDataChannel transfer and maxMessageSize
(Florent)
o Issue 115: Need to specify behavior of detached
RTCDataChannel objects (Florent)
o Issue 110: Add getDataChannels() method on
RTCPeerConnection (Florent)

31


https://github.com/w3c/webrtc-extensions/issues/114
https://github.com/w3c/webrtc-extensions/issues/115
https://github.com/w3c/webrtc-extensions/issues/110

Issue 114: RTCDataChannel transfer and maxMessageSize (1/2)

e [[MaxMessageSize]] belongs to RTCSctpTransport and can be updated
with a renegotiation
e RTCDataChannel.send() step 4 says:

4. If the byte size of data exceeds the value of maxMessageSize on channel's associated RTCSctpTransport,
throw a TypeError.

e RTCDataChannel can be transferred to workers, RTCSctpTransport can’t

Problem: How can send() call check the associated RTCSctpTransport’s
[[MaxMessageSize]] if the RTCDataChannel has been transferred to another
thread?

32


https://github.com/w3c/webrtc-extensions/issues/114

Issue 114: RTCDataChannel transfer and maxMessageSize (2/2)

e Proposed solution:
o Copy the [[MaxMessageSize]] value in a RTCDataChannel slot on
creation
o Reject changes to the [[MaxMessageSize]] value in renegotiation

e Problem 2: How do we notify a RTCDataChannel that was transferred
before initial negotiation of the initial value?

e Proposed solution:
o Add steps in the “Announcing a data channel as open” algorithm to
update an RTCDataChannel [[MaxMessageSize]] at the same time as
we surface the event.

33


https://github.com/w3c/webrtc-extensions/issues/114

Issue 115: Need to specify behavior of detached RTCDataChannel objects (1/2)

e The HTML specification requires a [[Detached]] internal slot on

transferable platform objects, to prevent multiple transfers of the same
object.

e |tis missing from RTCDataChannel, let’s add it.
e [[IsTransferable]] slot already exists.

e Proposal:
o Add [[Detached]] slot to match the HTML specification and update the

algorithms to use it. Keep [[IsTransferable]] slot to prevent transfering
a data channel where send() was already used.

34


https://github.com/w3c/webrtc-extensions/issues/115
https://html.spec.whatwg.org/multipage/structured-data.html#detached

Issue 115: Need to specify behavior of detached RTCDataChannel objects (2/2)

e Should a detached data channel be eligible for garbage collection?

e A detached data channel is in state “closed” and would currently be
garbage collected.

e Proposal 1: This is working as intended, do nothing.
e Proposal 2: Introduce a “detached” state and specify those are not eligible
for garbage collection until the transferred data channel is “closed”.
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https://github.com/w3c/webrtc-extensions/issues/115
https://w3c.github.io/webrtc-pc/#garbage-collection-0

Issue 110: Add getDataChannels() method on RTCPeerConnection

e Current PR does not mention detached or transferred data channels.

e Question 1: Should detached data channels be listed in
getDataChannels() to remind they are currently living in another context?

e |t adds a [[DataChannels]] slot on RTCPeerConnection and thus a strong
reference until they are closed and removed from the slot list.

e Question 2: Is this compatible with the garbage collection rules and a
desired behavior?
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https://github.com/w3c/webrtc-extensions/issues/110
https://github.com/w3c/webrtc-pc/pull/2770

Discussion (End Time: 09:20)
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Capture Handle (Elad)
Start Time: 09:20 AM
End Time: 10:00 AM
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Quick Reminder - What’s Capture Handle?

Captured page:

setCaptureHandleConfig({
exposeOrigin: true,
handle: JSON.stringify({
key1: "valuel",
key2: "value2",
1),

permittedOrigins: ['*']

1)

Capturin age:

const stream = await gDM();
const [track] = stream.getVideoTracks();

const captureHandle = track.getCaptureHandle();

if (captureHandle.origin == SOME_ORIGIN) {

const parsedHandle =
JSON.parse(captureHandle.handle) ;

const val1 parsedHandle.key1;

const val2
/]l ...

parsedHandle.key?2;

}

39



Uses

Remote-control a presentation
Remote-control anything else
Tailor encoding to match content
Crop to region of interest

40



Challenges

e Unstructured, so an app-defined protocol is required.

e Limited to strings. What about serializable objects that aren’t
stringable?
o CropTarget

Let’s explore how these challenges come up when trying to tackle
some use cases.

41



Content Hint

Content Hint is a mechanism by which an application tailors encoding
to content.
e Forvideo, normally:
o Perioritize resolution for static content.
o Perioritize frame-rate for dynamic content.
e \ideo has analogous considerations.

42



The content hint itself is a structured string.

But how does one convey it? Which field
should the capturer consult?

o videoContentHint?

o suggestions.videoConfig?

o a.b.c.d.e.f.videoContent?
While the hint is structured, the capture
handle is unstructured.
Tightly-coupled apps can easily agree on a
protocol. But what about
non-tightly-coupled apps?
Would be good to specify a structure
for common use cases.

Content Hint - Challenges

// Captured side:

setCaptureHandleConfig({
exposeOrigin: true,
handle: JSON.stringify({
contentHintAudio: “speech”,
contentHintVideo: "motion"
),
permittedOrigins: ['*']

3

// Capturing side:

audioTrack.contentHint =

captureHandle.contentHintAudio;

videoTrack.contentHint =

captureHandle.contentHintVideo;

43



Addressing Arguments from Earlier

e “But can’t the user agent just encode optimally for the content it detects?”
o If it could, Content Hint would not have been specified, implemented and used
by such apps as Google Meet.

e “But can’t you do it with the existing CaptureHandleConfig.handle?”
o Tightly-coupled apps can, because they share a protocol.
o But we care about loosely-coupled apps too, right? (That’'s why we are
producing Capture Actions, etc.)

e “Shouldn’t the user agent auto-apply the suggested hint?”
o Does the UA know if the capturer trusts the capturee?
o Does the UA know if the hint is relevant to the capturer’s specific use-case?

44


https://www.w3.org/TR/mst-content-hint/
https://chromestatus.com/feature/5689466211532800

Intermission

Let’s shelve this for a few slides. We'll explore more issues, find the
common patterns and produce a comprehensive solution.

45



CropTarget and Capture Handle

When screensharing to a video
conference, users run the risk of
embarrassing themselves through
oversharing.

In the case study we have here, the
embarrassment is derived from my
unintentional overshare of my playlist
and draft comments, when all | really

wanted to share was the YouTube video.

Beyond oversharing, we should also
consider how this is suboptimal use of
remote participants’ screen real-estate
and their mental focus.
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CropTarget and Capture Handle (continued)

const stream = navigator.mediaDevices.getDisplayMedia(constraints);
const [track] = stream.getVideoTracks();
const captureHandle = track.getCaptureHandle();

if (Object.keys(captureHandle?.cropTargets).length > 1) {
// 1. Cycle through the crop-targets,
// grabbing one frame with each.
const thumbnails = GetThumbnails(track);

// 2. Display an in-content picker.

// The user chooses if they want to share

// the uncropped track, or a sub-section.
const target = PromptUser(track, thumbnails);

// 3. Apply user’s choice.
track.cropTo(target); // No-op if “target’ is ‘undefined'.

// 4. Transmit remotely
TransmitRemotely(track);

47



CropTarget Challenges

We run into the same familiar challenges:

e CropTarget is not stringable; how can you put it in the capture

handle?
e Supposing you have put it in the capture handle. Where should the

capturer find it?

48



Solving Current Challenges

dictionary ContentHints {
DOMString audio;
DOMString video;
}

dictionary CropTargetData {
DOMString name;

CropTarget cropTarget;
ContentHints suggestedContentHint;

b

dictionary CaptureHandleConfig {
// Pre-existing.

// Suggested Content-Hint for uncropped video.
ContentHints suggestedContentHints;

// CropTargets of interest.
sequence<CropTargetData> cropTargets;

49



Solving Future Challenges

What about non-stringable content that is not covered by structured

fields?
We'd future-proof ourselves if we:

1. Change CaptureHandleConfig.handle from string to (string or

object).

2. Same for CaptureHandle.handle.

We can now expose a dictionary without using JSON.stringify().
That dictionary can contain arbitrary serializable content. (That also

covers CropTargets.)
50


https://w3c.github.io/mediacapture-handle/identity/#dom-capturehandleconfig-handle

What about a MessagePort?

Adding a MessagePort will simplify things for tightly-coupled applications.

Previously, a BroadcastChannel (or similar) was needed for local communication between
capturer and capturee.
e Local communication - very important.
o Avoids latency
o Avoids losses
o Users want snappy, dependable apps!
e Storage Partitioning can get in the way.

Solution: Add getters on (1) CaptureHandleConfig and (2) CaptureHandle, that return a

MessagePort connected to the other side. (Edge cases - navigation, etc. - to be discussed
in next interim. Let’s align on the direction for now.)
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Discussion (End Time: 10:00)

For extra credit: In what city does this painting now reside?
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Thank you

Special thanks to:

WG Participants, Editors & Chairs, Leonardo Da Vinci
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