Introduction of EPR to specify ‘noreplies’
This contains:

· Current behaviour

· Proposal 1: EPR to specify ‘no reply’ only (no other purpose)

· Proposal 2: EPR to specify ‘no valid EPR’ which can be used for ‘faultto’ and ‘from’ also.

Current Behaviour

Here is the current text for the anonymous URI:

Due to the range of network technologies currently in wide-spread use (e.g., NAT, DHCP, firewalls), many deployments cannot assign a meaningful global IRI to a given endpoint. To allow these "anonymous" endpoints to send and receive messages, WS-Addressing defines the following pre-defined URI for use by endpoints that cannot have a stable, resolvable IRI: "http://www.w3.org/@@@@/@@/addressing/anonymous". Messages whose [reply endpoint], [source endpoint] and/or [fault endpoint] use this address MUST rely on some out-of-band mechanism for delivering replies or faults (e.g. returning the reply on the same transport connection).
Here is the current text for selecting the EPR for generating a reply message:

1. Select the appropriate EPR:

· If the reply is a normal message, select the EPR from the related message's [reply endpoint] message addressing property. If none is present, the processor MUST fault.

· Otherwise, if the reply is a fault message and the related message's [fault endpoint] message addressing property is not empty, select the EPR from that property. If the [fault endpoint] property is empty, select the EPR from the related message's [reply endpoint] message addressing property. Otherwise, if the [reply endpoint] property is empty, the behavior of the recipient of the related message is unconstrained by this specification.

· In either of the above cases, if the related message lacks a [message id] property, the processor MUST fault.
The following table summarises the behaviour resulting from the specification as it stands when a reply or fault is generated.  The blue text illustrates the behaviour if a normal reply is generated.  The red text illustrates the behaviour if a fault reply is generated:

	
	Setting of [reply endpoint] on incoming message

	
	[reply endpoint] in request message not specified
	[reply endpoint] in request message is anon URI
	[reply endpoint] in request message specified and is not the anon URI

	Setting of [fault endpoint] on incoming message
	[fault endpoint] in request message not specified
	Generating a normal reply causes processor to fault.  

            ||
            \/

Generating a fault causes unconstrained behaviour
	Normal reply delivered by out of band mechanism

Fault delivered by out of band mechanism
	Normal reply sent to [reply endpoint]

Fault delivered to [reply endpoint]

	
	[fault endpoint] in request message is anon URI
	Generating a normal reply causes processor to fault

            ||
            \/

Fault delivered by out of band mechanism
	Normal reply delivered by out of band mechanism

Fault delivered by out of band mechanism
	Normal reply sent to [reply endpoint]

Fault delivered by out of band mechanism

	
	[fault endpoint] in request message specified and is not the anon URI
	Generating a normal reply causes processor to fault

            ||
            \/

Fault delivered to [fault endpoint]
	Normal reply delivered by out of band mechanism
Fault delivered to [fault endpoint]
	Normal reply sent to [reply endpoint]

Fault delivered to [fault endpoint]


Proposal 1: noreply (notvalid) EPR for replyTo only
This proposal introduces a new EPR whose use is restricted to the [reply endpoint].

Here is proposed text in order to define the “noreply” uri

Due to the range of network technologies currently in wide-spread use (e.g., NAT, DHCP, firewalls), many deployments cannot assign a meaningful global IRI to a given endpoint. To allow these "anonymous" endpoints to send and receive messages, WS-Addressing defines the following pre-defined URI for use by endpoints that cannot have a stable, resolvable IRI: "http://www.w3.org/@@@@/@@/addressing/anonymous". Messages whose [reply endpoint], [source endpoint] and/or [fault endpoint] use this address MUST rely on some out-of-band mechanism for delivering replies or faults (e.g. returning the reply on the same transport connection).
To explicitly indicate that there is no valid endpoint to receive replies, WS-Addressing defines the following pre-defined URI to be used as the address of the [reply endpoint]: “http://www.w3.org/@@@@/@@/addressing/noreply”.

This URI is valid only in the [reply endpoint].  (If it occurs in the [source endpoint] or [fault endpoint], the processor must fault??)
Here is proposed text for selecting the EPR for generating a reply message:

1. Select the appropriate EPR:

· If the reply is a normal message, select the EPR from the related message's [reply endpoint] message addressing property. If none is present, the processor MUST fault. default the [reply endpoint] to an EPR using the “http://www.w3.org/@@@@/@@/addressing/anonymous” address.  

If the [reply endpoint] uses the “http://www.w3.org/@@@@/@@/addressing/noreply” address, the processor MUST fault.

· Otherwise, if the reply is a fault message and the related message's [fault endpoint] message addressing property is not empty, select the EPR from that property. If the [fault endpoint] property is empty, select the EPR from the related message's [reply endpoint] message addressing property. Otherwise, if the [reply endpoint] property is empty, the behavior of the recipient of the related message is unconstrained by this specification.

· In either of the above cases, if the related message lacks a [message id] property, the processor MUST fault.
Here is the resulting table of behaviour.  

I have highlighted changes in bold.

Essentially, we allow exactly the same behaviours but the [reply endpoint] triggering those behaviours have changed (i.e. the column titles have changed only).

I have added the (invalid) case where the [fault endpoint] contains the noreply URI for completeness.

	
	Setting of [reply endpoint] on incoming message

	
	[reply endpoint] in request message is noreply URI
	[reply endpoint] in request message is anon URI or is not specified
	[reply endpoint] in request message specified and is not the anon URI

	Setting of [fault endpoint] on incoming message
	[fault endpoint] in request message is not specified.
This says “default to replyTo, if one exists"
	Generating a normal reply causes processor to fault.  

            ||
            \/

Generating a fault causes unconstrained behaviour
	Normal reply delivered by out of band mechanism

Fault delivered by out of band mechanism
	Normal reply sent to [reply endpoint]

Fault delivered to [reply endpoint]

	
	[fault endpoint] in request message is anon URI 
	Generating a normal reply causes processor to fault

            ||
            \/

Fault delivered by out of band mechanism
	Normal reply delivered by out of band mechanism

Fault delivered by out of band mechanism
	Normal reply sent to [reply endpoint]

Fault delivered by out of band mechanism

	
	[fault endpoint] in request message specified and is not the anon URI
	Generating a normal reply causes processor to fault

            ||
            \/

Fault delivered to [fault endpoint]
	Normal reply delivered by out of band mechanism
Fault delivered to [fault endpoint]
	Normal reply sent to [reply endpoint]

Fault delivered to [fault endpoint]

	
	[fault endpoint] is noreply URI
	Fault (on incoming message receipt) because of invalid header.  

            ||

            \/

Generating a fault causes unconstrained behaviour
	Fault (on incoming message receipt) because of invalid header.  

            ||

            \/

Generating a fault causes unconstrained behaviour
	Fault (on incoming message receipt) because of invalid header.  

            ||

            \/

Generating a fault causes unconstrained behaviour


Proposal 2: notValid EPR more general purpose
This proposal differs from the above because it introduces a “notvalid” EPR that can be used in the [reply endpoint], [fault endpoint] or [source endpoint].

Here is proposed text in order to define the “notvalid” uri
Due to the range of network technologies currently in wide-spread use (e.g., NAT, DHCP, firewalls), many deployments cannot assign a meaningful global IRI to a given endpoint. To allow these "anonymous" endpoints to send and receive messages, WS-Addressing defines the following pre-defined URI for use by endpoints that cannot have a stable, resolvable IRI: "http://www.w3.org/@@@@/@@/addressing/anonymous". Messages whose [reply endpoint], [source endpoint] and/or [fault endpoint] use this address MUST rely on some out-of-band mechanism for delivering replies or faults (e.g. returning the reply on the same transport connection).
To explicitly indicate that there is no valid endpoint to represent a message addressing property, WS-Addressing defines the following pre-defined URI: "http://www.w3.org/@@@@/@@/addressing/notvalid".
Here is proposed text for selecting the EPR for generating a reply message:

1. Select the appropriate EPR:

· If the reply is a normal message, select the EPR from the related message's [reply endpoint] message addressing property. If none is present, the processor MUST fault. default the [reply endpoint] to an EPR using the “http://www.w3.org/@@@@/@@/addressing/anonymous” address.  

If the [reply endpoint] uses the “http://www.w3.org/@@@@/@@/addressing/notvalid” address, the processor MUST fault.

· Otherwise, if the reply is a fault message and the related message's [fault endpoint] message addressing property is not empty, select the EPR from that property. If the [fault endpoint] property is empty, select the EPR from the related message's [reply endpoint] message addressing property. Otherwise, if the [reply endpoint] property is empty, the behavior of the recipient of the related message is unconstrained by this specification.

If the EPR in the [fault endpoint] message addressing property uses the “http://www.w3.org/@@@@/@@/addressing/notvalid” address, the recipient of the related message is unconstrained by this specification.

· In either of the above cases, if the related message lacks a [message id] property, the processor MUST fault.
Here is the resulting table of behaviour.  

I have highlighted changes in bold.

Note that this introduces an extra row in the table of behaviours.

	
	Setting of [reply endpoint] on incoming message

	
	[reply endpoint] in request message is notvalid URI
	[reply endpoint] in request message is anon URI or is not specified
	[reply endpoint] in request message specified and is not the anon URI

	Setting of [fault endpoint] on incoming message
	[fault endpoint] is notvalid URI
	Generating a normal reply causes processor to fault.  

            ||

            \/

Generating a fault causes unconstrained behaviour
	Normal reply delivered by out of band mechanism

Generating a fault causes unconstrained behaviour
	Normal reply sent to [reply endpoint]

Generating a fault causes unconstrained behaviour

	
	[fault endpoint] in request message is not specified.
This says “default to replyTo, if one exists"
	Generating a normal reply causes processor to fault.  

            ||
            \/

Generating a fault causes unconstrained behaviour
	Normal reply delivered by out of band mechanism

Fault delivered by out of band mechanism
	Normal reply sent to [reply endpoint]

Fault delivered to [reply endpoint]

	
	[fault endpoint] in request message is anon URI 
	Generating a normal reply causes processor to fault

            ||
            \/

Fault delivered by out of band mechanism
	Normal reply delivered by out of band mechanism

Fault delivered by out of band mechanism
	Normal reply sent to [reply endpoint]

Fault delivered by out of band mechanism

	
	[fault endpoint] in request message specified and is not the anon URI
	Generating a normal reply causes processor to fault

            ||
            \/

Fault delivered to [fault endpoint]
	Normal reply delivered by out of band mechanism
Fault delivered to [fault endpoint]
	Normal reply sent to [reply endpoint]

Fault delivered to [fault endpoint]


