
6.3 Standoff Provenance

6.3.1 Definition

The Standoff Provenance data category is used to provide a link to provenance records containing information on the origins of the selected content, as pertaining to its internationalization or localization. The provenance records must be recorded and accessed in a manner conformant to the specifications produced by the W3C Provenance Working Group [PROV-PRIMER], i.e.:
· PROV-DM, the PROV data model for provenance [PROV-DM]

· PROV-CONSTRAINTS, a set of constraints applying to the PROV data model [PROV-CONSTRAINTS];

· PROV-N, a notation for provenance aimed at human consumption [PROV-N];

· PROV-O, the PROV ontology, an OWL2 ontology allowing the mapping of PROV to RDF [PROV-O];

· PROV-AQ, the mechanisms for accessing and querying provenance [PROV-AQ]; 

This data category can be used for several purposes, including, but not limited to:

· Informing processes in a localization workflow of the prior processes that have been performed on the content as received, e.g. authoring, internationalization, translation and review, and thereby providing context to which the receiving process must adapt.
· Informing those conducting quality assurance about prior internationalization and localization processes that have been performed on document content, including the agents responsible for conducting those processes, the time period over which they were conducted and relevant meta-data associated with the content as a result of such processing. This may enable the improved targeting of QA effort, e.g. to the output of less experienced translators.
· Informing localization process managers about the role played by specific services or workers in a localization workflow for the purposes of process monitoring and optimization.
· Informing content managers of the timing and quality of internationalization and localization processes that have operated on content, thereby informing their verification of service level agreements with service providers.
· Informing machine translation service providers of the provenance of parallel text, thereby enabling them to selectively filter parallel corpora to be used for training and tuning machine translation engines. Possible selection criteria may include the degree of human post‑editing, source or target language QA review conducted (e.g. terminology management or controlled language checks).
· Informing document consumers about the provenance of translated content and thereby allowing them to infer judgments on the quality of translations. Consumers could include human document readers, or automated indexers used for information retrieval applications. 
The data category identifies the selected content as corresponding to an entity in a provenance record by specifying the provenance URI of that entity as specified in [PROV-AQ]. Such an entity can possess additional attributes characterizing the content it represents. Entities in a provenance record can be associated with provenance activities, representing processes that either made use of or generated the entity. Example activity types could include: named entity recognition; source QA; machine translation; post‑editing or target QA. Provenance records can also specify agents that play a role in an activity, therefore have some responsibility for the activity having taken place and as a result can have that responsibility expressed by the entity being attributed to the agent. Examples of agent types could be: people acting as translators or post‑editors; pieces of software such as machine translation engines, text analytics services or CAT tools; or organizations such as Language Service Providers. Provenance records can also associate timings with entity generation and usage events as well as derivative or collection relationships between entities. ITS does not however specify any new type definitions or attributes for provenance records. 
It is possible for multiple entity provenance records pertaining to the same content to co-exist. This may be because two organizations record differing views of the provenance of some content. For example, a localization client may view the whole localization workflow resulting in translated content as a single step, whereas a language service provider may record details of the QA process conducted prior to the that same content being delivered. Therefore, document content may be associated with more than one entity provenance-URI, each potentially from a different provenance store.

Machine translation engines and translation tools, such as CAT tools, may offer an easy way to create provenance records and associate content to entity provenance-URIs. Translation and translation review tools can then present this information to translation and translation review process managers. Localization workflow tools may present provenance data from across the workflow as performance and consistency summaries to localization managers, both within and across localization jobs. Content management tools may present views of authoring and publishing QA provenance records correlated to localization workflow provenance records obtained from language service providers.  Web applications may present composite provenance digests to consumers of translated documents.


6.3.2 Implementation

The Standoff Provenance data category can be expressed with global rules, or locally on an individual element. The information applies to the textual content of the element, including child elements and attributes.
GLOBAL: The provRule element contains the following:

· A required selector attribute. It contains an XPath expression which selects the nodes to which this rule applies.

· Exactly on of the following:

· A provRef attribute that contains one or more space-separated Provenance URI, each referring to a resource that identifies a different provenance entity record.

· A provRefPointer attribute that contains a relative selector pointing to a node that contains one or more space-separated Provenance URI, each referring to a resource that identifies a different provenance entity record.
[ed note: included the RefPointer for completeness, but it is unclear there is a strong use case for this option]
Example :  Usage of provRule as a global rule in XML. Here the body of the document point to the provenance record for its machine translation by an LSP into English, except for the legalnotice element which was subject to human translation by the LSP and then subject to quality assurance by a separate LSP.
<text>
    <its:rules
        xmlns:its="http://www.w3.org/2005/11/its"  version="2.0">
        <its:provRule selector="/html/body" its:provRef="http://www.examplelsp.com/excontent987/production/prov/e6354" />
        <its:provRule selector="/html/body/legalnotice" its:provRef=" http://www.examplelsp.com/excontent987/legal/prov/e6354 http://www.vistatec.com/job-12-7-15-X31/reviewed/prov/re8573469"/>
    </its:rules>
    <title>Standoff Provenance: Global Test in XML</title>
    <body>
        <par>This paragraph was machine translated and then postedited.</par>
        <legalnotice>This legal text was subject to translation by manual means and subsequently revised in a post-hoc manner.</legalnotice>
    </body>
</text> 
[Source file: examples/xml/EX-standoff-prov-xml-global1.xml]

LOCAL: The following local markup is available for the Standoff Provenance data category:

· A provRef attribute that contains one or more space-separated URI, each referring to a resource that identifies a different provenance entity record.
Example : Local provRef in XML. Here 
<text xmlns:its="http://www.w3.org/2005/11/its" its:version="2.0">
    <title>Standoff Provenance: Local Test in XML</title>
    <body>
        <par its:provRef="http://www.examplemtservice.com/prov/e76547">This paragraph was translated from the machine.<span its:provRef=" http://www.examplemtservice.com/prov/e76547 http://www.examplelsp.com/prov/e23498">This was machine translated and then also postedited.</span></par>
       <par its:provRef="http://www.secondmtservice.com/prov/e45865X http://www.exampleclient.com/excontent987/product/prov/e8674 ">This paragraph was translated from the different machine and also checked by the client</par>

    </body>
</text>
 [Source file: examples/html5/EX-standoff-prov -xml-local1.html]

Example :  Local provRef attribute in HTML 

<html xmlns="http://www.w3.org/1999/xhtml" lang="en">
   <head>
      <meta charset="utf-8" />
      <title>Standoff Provenance: Local Test</title>
   </head>      
   <body>
       <p its-prov-ref="http://www.examplemtservice.com/prov/e76547">This paragraph was translated from the machine.<span its-prov-ref=" http://www.examplemtservice.com/prov/e76547 http://www.examplelsp.com/prov/e23498">This was machine translated and then also postedited.</span></p>
       <p its-prov-ref="http://www.secondmtservice.com/prov/e45865X http://www.exampleclient.com/excontent987/product/prov/e8674 ">This paragraph was translated from the different machine and also checked by the client</p>
   </body>
</html>
 [Source file: examples/html5/EX- standoff-prov -html5-local1.html]

Note:

[Note: Best practice content required showing PROV record examples returned by accessing URL]
References:
[PROV-AQ]

Graham Klyne, Paul GrothPROV-AQ: Provenance Access and Query. Working Draft, URL: http://www.w3.org/TR/prov-aq/ 

[PROV-CONSTRAINTS]

James Cheney, Paolo Missier, Luc MoreauConstraints of the Provenance Data Model. Working Draft, URL: http://www.w3.org/TR/prov-constraints/ 

[PROV-DM]

Luc Moreau, Paolo MissierThe PROV Data Model and Abstract Syntax Notation. Working Draft, URL: http://www.w3.org/TR/prov-dm/ 

[PROV-N]

Luc Moreau, Paolo MissierPROV-N: The PROV Notation. Working Draft, URL: http://www.w3.org/TR/prov-n/ 

[PROV-O]

Satya Sahoo, Deborah McGuinnessThe PROV Ontology: Model and Formal Semantics. Working Draft, URL: http://www.w3.org/TR/prov-o/ 

[PROV-PRIMER]

Yolanda Gil and Simon Miles (eds.) Khalid Belhajjame, Helena Deus, Daniel Garijo, Graham Klyne, Paolo Missier, Stian Soiland-Reyes, and Stephan Zednik Prov Model Primer. 2011, Working Draft. URL: http://www.w3.org/TR/prov-primer/ 

	Data category 
	Local usage
	Global rule based selection
	Global adding of information
	Global pointing to existing information
	Default Values
	Inheritance
	Overriding

	Standoff Provenance 
	Yes
	Yes
	Yes
	No
	None
	Textual content of element, including attributes and child elements
	Yes


