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Introduction/Mission
The mission of the Provenance Interchange Working Group is to support the widespread publication and use of the provenance of Web documents, data, and resources. It will publish a W3C recommendation for a language for exchanging provenance based on , and concrete specifications of the language using existing W3C standards (XML, RDF andS, OWL,...). The language will have a graphical notation for human consumption and corresponding serialized notation for machine consumption. The Provenance Interchange Working Group will develop the new language by leveraging core concepts from existing provenance notations identified and discussed by the W3C Provenance Incubator Group.leverage an already produced community specification. 	Comment by paulo: We consider critical the decision of which standard we are going to use. An XML-based specification would be very different than an RDFS or OWL-based specification. We favor an RDF/OWL specification considering the capability of these languages of preventing semantic issues created by the use an XML-based language
1. Background
The W3C Incubator Group on Provenance has identified rapidly growing needs for provenance in social, scientific, industry, and government contexts, involving data collection, integration and derivation across the Web and information aggregation. Provenance is unique in that it inherently draws on distributed information and thus collecting it and making sense of it require consulting different heterogeneous systems. 	Comment by paulo: It is unclear who is going to make sense of the provenance: a person using it to understand a response, a machine using it to compute trust recommendations, a combination of humans and machines to support human-assisted processing of data.
Over time, multiple techniques to capture and represent various forms provenance have been devised, and are sometimes known under the names of lineage, pedigree, proofs, or information transformation tracesability. As noted in the Incubator's state-of-the-art report, the lack of a standard model that a large community agrees to be a standard for sharing provenance is a significant impediment to realizing the support that provenance can provide for such applications and their results. It matters since provenance is key to establishing a degree of belieftrust in documents, data, and resources from degrees of trust related to  the sources and potential transofrmations of such content. However, the Incubator's work also indicates that many provenance models exist with significantly different expressivity, fundamentally different assumptions about the system they are embedded in, and radically different performance impact. The idea that a single provenance notation single way of representing and collecting all known dimensions and aspects of provenance that could be adopted as the internal representation language internally by mostall systems does not seem to be realistic today. 	Comment by paulo: In its current form, the charter is sending  mixed signals whether it considers the collection of provenance languages to be radically different or similar. During our conversation with Jim Meyers, he was is showing us that OPM and PML are not such different notations and that we can and should think about merging them into a new language. The text originally presented here indicated the opposite and does not identify how fundamentally different are the assumptions about the systems could impact  the development of  a standard notation.
An alternative approach is to consider a core provenance language that represents the core provenance concepts identified in the collection of existing provenance languages.  This core should allow for extension mechanisms so that provenance notions not covered by the core may be developed and incorporated by applications that require additional expressiveness.  and extension mechanisms that allow Extension meachanisms may also be used to integrate existing notations and other standards such as Dublin Core that are related to provenance but that may not be included as part of this core provenance set. any provenance model to be translated into such a langua franca and exchanged between systems. Heterogeneous systems can then export their provenance that is expressible in this language into such a core language, and applications that need to make sense of provenance in hetereogeous systems can then import it and reason over it.  Systems that require additional representational primitives may provide their own module extensions to capture notions not covered by the core.	Comment by DLM: Suggest reslanting this.  An interlingua that is relatively inexpressive is difficult for more expressive languages to use.  It is reasonable though for more expressive languages to map some of their primitives to a less expressive core interlingua and then either provide their own extension modules for use internally or advertise a single or multiple extensions for others to use.	Comment by paulo:  We do not see the benefit of having a translation language that other languages can use to exchange provenance data. If the proposed language is going to have representation mechanisms for a core set of provenance concepts then that this new language should be the standard used for encoding those concepts.  

The thinking above is one of our reasons to support the development of a new language based on core concepts inspired by OPM but also by PML, Provenir, PREMIS, etc  Moreover, we understand that whatever language we create, it will take over provenance work developed by at least this growing W3C provenance community and hopefully of a much larger community. Thus, we favor a language that represents the input from the entire community involved in this discussion rather than an input of one part of the community. 

Please note that we see that some of the OPM constructs may not be necessarily part of the set of core concepts.

We understand that some overlapping will exist between the core language and other languages dealing with more specific aspects of provenance such as Dublin Core predicates that are specific for publications. This is where we see the need for these extension mechanisms.
In a quest to understand emerging provenance models better, the W3C Incubator Group on Provenance decided to map from their concepts to a single target model. To this end, the Incubator Group chose to adopt the Open Provenance Model [OPM V1.1] as the target model since it is already a community model, which has undergone several revisions, and which is already adopted by 10 different systems. The Incubator group found that the emerging models for provenance, despite being having originated from a wide range of domains and application settings, have a common set of concepts and that the establishment of such a set of core concepts is one of the first steps for the development of this language that we are provisionally calling XG.  Moreover, the W3C Provenance Incubator Group has already identified the difficulty of using certain terms to name some of the core concepts and that the new language would be based on terms agreed upon the entire working group. map well to terms and extensibility mechanisms defined in OPM. The notable feature of OPM is that it was specifically designed as a language to exchange provenance information, and was refined and activily tested in the Provenance Challenge series, a community interoperability exercise. Against this background, the Incubator group concluded that, while various models offer rich expressiveness, they can be mapped to a set of core concepts of provenance, and that such concepts with adequate extension mechanisms are therefore good candidate for a standard language for exchanging provenance [PROV MAPPING]. OPM represents these core terms, and with its extension mechanism, referred to as profile, enables richer models of provenance to be exchanged between systems in an inter-operable manner.	Comment by paulo: From our discussion with Jim Meyers two weeks ago, we concluded that many PML concepts are not mapped into PML – this is not a surprise. 

More interesting for the PML team is the fact that Jim considered SOME of these “extra” PML concepts to important enough to be included in the core as identified in Jim’s message sent out last week (please note that some of these PML concepts not represented in OPM can also be observed in languages). 

The observation above means that the exact boundary of which concept is part of the core and which concept is not part of the core is also an open to discussion and that adopting OPM face value because of the mapping effort should not be the right thing to do.

We consider the definition of the boundary of the core concepts of provenance to be a key step for us to come up with a definition of provenance that is also missing in this charter.
2. Scope
The goal of this working group is to create a common representation of provenance that can be used to exchange the provenance of documents in an interoperable manner. This representation will refine the Open Provenance Modelidentify core concepts and use these concepts as the foundation of the new language XG, and will be complemented the use of these concepts with mechanisms to publish, retrieve and access provenance. The main items of work to be completed by the working group are: 
· Define a new language based on RDF/OWL for exchanging provenance that leverages the existing work on OPM on a conceptual provenance models and extension mechanisms
· Define the serialization of that model in XML and its mapping to RDF	Comment by paulo: The model should be natively represented in a W3C language.
· Specify how to embed provenance in document with RDFa, or to access provenance held separate in services	Comment by paulo: If we are going to use a language such as RDF or OWL, I am not sure which kind of specific document we need to provide regarding how provenance is going to be embedded in other documents.
· Create a primer on how to use the XG model to express the provenance of document, data, and resources
· Define the extensibility mechanism of the XG model by means of profiles, and promote the wide adoption of the model through usage guidance as well as links with other models such as Dublin Core.
· Provide guidance on how to map extant provenance models to this exchange language, in order to ensure inter-operability. 	Comment by paulo: Not needed if XG is a true standard
The specified provenance model will leveragebe a refinement of existingthe OPM conceptual models and theirits extension mechanism [OPM V1.1,  PML2]. The naming of the concepts in the new provenance modelrefinement will adopt feedback from the Incubator's mapping exercise, adapt terminology to avoid unnecessary technical jargon, better characterize the notion of agent to promote inter-operability by folding in proposals such as [Agent1] and [Agent2], align the notion of time with the one in the time ontology, and fine-tune the concept of profile to facilitate the extension of OPM XG in the activities of this Working Group and beyond.
The serialization to XML will use the prevailing OPM XML schema [OPMX] as its starting point. The mapping to RDF will use the Open Provenance Model Vocabulary [OPMV] and the Open Provenance Model Ontology [OPMO] to map to RDF graphs and to perform OPM inferences. The Working group will keep this two-pronged approach for the mapping to RDF: a simple vocabulary allowing provenance to be asserted easily, and an ontology that extends the vocabulary with permitted inference. 	Comment by paulo: We understand that XG should be derived from multiple languages and as such should not adopt solutions developed for one language. Instead, these proposals should be adapted to what will be the new core, accept inputs from other group members, and introduced as group proposal.
Usage guidance will leverage a proposal on mapping Dublin Core concepts to OPM [OPM DC]. 
2.1 Success Criteria
· The resulting model being generated by multiple implementations including but not limited to toolkits, content management systems, workflow systems, theorem provers, mash-up systems, and wikis.
· Deliver all the identified reports.	Comment by paulo: Which ones?
2.2 Out of Scope
· Design of a novel query language for provenance	Comment by paulo: We may want to show the exact opposite: that no special query language needs to be designed and that W3C SPARQL, for example, can be used to query provenance.

I anticipate that triple-stores would have a hard time answering provenance queries and that the scalability of such queries should be out of scope.
· Database provenance 
· Specialization of provenance to specific application domains
3 Deliverables and Schedule
The Working Group has an aggressive timetable based on the premise that it builds on existing work once we have a clear understanding of the boundaries of the and does not develop a new model. 
3.1 Deliverables
The following deliverables have been identified. Their titles are indicative only, and the kind of targeted W3C specification has been identified in italic. 
· D1.1: XGOPM Abstract Model and RDF/OWL Serialization (W3C Recommendation). This document includes includes the data model and permitted inferences using OWL and Semantic Web technologies.
· D1.2: XGOPM Semantics (W3C Note). Publication of this note is optional. It consists of a formal semantics of XGOPM. 
· D2.1: OPM RDF Serialization (W3C Recommendation). Two documents define the mapping of OPM into RDF graphs, and its permitted inferences using OWL or Semantic Web technologies.
· D2.2: OPM XML Serialization (W3C Recommendation). This document specifies an XML serialization for OPM that mirrors its data model. 
· D3: XGOPM Primer (W3C Note) Educational/outreach material aimed at users of provenance. 
· D4: Embedding, Aaccessing, querying provenance. (W3C Recommendation). This document specifies (1) how to embed provenance in html documents using RDFa, (2) how to access provenance from a service by means of HTTP, (3) how to query provenance through a SPARQL endpoint 
· D5: Best Practice Cookbook (W3C Note). This document includes a limited set of best practice profiles that link with other relevant models, such as Dublin Core provenance-related concepts, licensing in Creative Commons, and the OpenId identity mechanism for people. 
· D6: Interoperability Guidelines (W3C Note). This document explains how extant provenance models can be encoded into XGOPM to ensure interoperable exchange of provenance across heterogeneous systems. 	Comment by paulo: Not sure if we need such document considering that we are not going to use OPM to map other languages and develop XG instead.
3.2 Milestones
Reports will undergo the W3C development process: Working Draft (WD), Working Draft in Last Call (LC), Candidate Recommendation (CR), Proposed Recommendation (PR) and Recommendation (Rec). 	Comment by paulo: Will need to change the table below accordingly to the changes in Section 3.2
	Note: Need to check time constraints set by W3C development process. 

	Specification 
	FPWD
	LC 
	CR 
	PR 
	Rec

	D1.1
	T+3 
	T+4 
	T+6
	T+9
	T+12

	D1.2 (Optional)
	T+9 
	T+12
	n/a
	n/a
	n/a

	D2.1
	T+6
	T+7
	T+9
	T+10
	T+12

	D2.2
	T+6
	T+7
	T+9
	T+10
	T+12

	D3
	T+9 
	T+12 
	n/a
	n/a
	n/a 

	D4
	T+6
	T+8
	T+10
	T+11
	T+12

	D5
	T+9
	T+12
	n/a
	n/a
	n/a

	D6
	T+9
	T+12
	n/a
	n/a
	n/a


3.3 Timeline View Summary
To be completed, once milestones table is finalized. 
· Month T: First Teleconference
· Month T+3: D1.1 (FPWD)
· Month T+12: D1.2 (FPWD)
· Month T+6: D2.1 (FPWD)
· Month T+6: D2.2 (FPWD)
· Month T+6: D4 (WD)
· Month T+12: D3 (WD)
· Month T+12: D5 (WD)
4. Dependencies and Liaisons
· Dublin Core
· RDF working group
· RIF
· Semantic Web Health Care and Life Sciences (HCLS) Interest Group
· eGovernment working group
5. Participation
6. Communication
- Mailing List 
7. Decision Policy
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