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The scale at which it is practical to name and store data is often different than that at which scientifically meaningful structures can be defined and discussed. Put simply, while we use files for convenience, we really want to talk about things like spots on gels, peaks in spectra, regions in an image, or features detected in the dataset. Further, while it is convenient (and unquestionably necessary as data size grows) to store data efficiently using binary representations and compression and by leaving structure and metadata implicit, there is also a need to resolve/retrieve data based on scientific structure rather than simply retrieving byte ranges. Managing these issues to provide persistent naming of and access to scientifically relevant substructures within larger data sets is largely an open challenge. The Life Science Identifier (LSID) standard addresses persistent naming and data retrieval, but does not specifically address naming of substructures or model-based retrieval. Conversely, within the Grid community, these issues are being addressed as part of the concept of data virtualization while standardization of global persistent naming has lagged. Given a data reference, virtualization services can present the data in terms of alternate models, e.g. general relational or XML models, or science-domain specific ones. Processing within the service might involve reformatting, subsetting, or even a complex calculation or workflow to generate derived information. If the data references were persistent identifiers such as LSIDs, it should be possible to create virtual persistent identifiers for substructures and to resolve and retrieve substructures on demand. However, work will be required to integrate across persistent naming and data virtualization standards to provide a useful capability.
A number of groups within the Global Grid Forum have been working to standardize data virtualization services. Most relevant here are the recently formed Access to Data in Files (ADF) group, which builds on the work of the Data Access and Integration Services (DAIS) group, and the Data Format Description Language (DFDL) group. DFDL is being designed to describe the contents of ‘arbitrary’ files and streams in terms of meaningful scientific data structures. DFDL provides a powerful set of capabilities for defining data formats that include, for example, dynamically sized arrays, format variations, and multiple layers of encoding (e.g. compression). While DFDL itself has not been finalized, a number of precursor languages such as BinX and the Binary Format Description (BFD) language are publicly available and have demonstrated the general approach. As currently proposed, DFDL provides a means to define an XML Schema and annotate it with the information necessary to instantiate instances of the XML model from appropriate ASCII or binary encoded data. Thus DFDL provides a mechanism for associating hierarchical logical names for scientific data structures in an XML-based data model with specific values derived from ASCII and binary data. These names can then be used in semantic statements annotating structures within data files. Combined with the file-based data access services being defined in the ADF group, DFDL can provide a mechanism for querying and retrieving substructures in binary data as though it were in XML. Further, if an ADF service were configured to use one DFDL description to map from binary to XML and a second to describe a mapping from the XML model to an alternate binary format, it could provide arbitrary translations fully defined by nameable entities (the original data and DFDL description files). The combination of a globally unique file identifier such as a Life Science ID (LSID) with DFDL-derived path to specific structures could provide a fine-grained persistent naming mechanism. A DFDL-based ADF service could then provide the functionality required to perform as an LSID resolver for the virtual persistent identifiers. Such a combination raises a number of issues ranging from standardizing mechanisms for discovering available virtual identifiers and maintaining their relationships to the underlying data and data descriptions to simply designing a working implementation that can leverage available tools and technologies.

