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Abstract

The Service Modeling Language [SML 1.1] specification extends XML and XML Schema with a mechanism for incorporating into XML documents references to XML elements
.  This technical note addresses the construction of SML reference schemes that employ WS-Addressing [WS-A] endpoint references (EPRs).
Status of this Document

This section describes the status of this document at the time of its publication. Other documents may supersede this document. A list of current W3C publications and the latest revision of this technical report can be found in the W3C technical reports index at http://www.w3.org/TR/.
This is the W3C Working Group Note "SML EPR Reference Scheme".  This document was produced by the SML Working Group, as part of the XML Activity. 

Please send comments related to this document to public-sml@w3.org (public archive list).

Publication as a Working Group Note does not imply endorsement by the W3C Membership.  This is a draft document and may be updated, replaced or obsoleted by other documents at any time. It is inappropriate to cite this document as other than work in progress.

This document is intended to serve as guidance for designing SML reference schemes that employ WS-Addressing [WS-A] endpoint references (EPRs).  Currently, this document is consistent with the [SML] 1.1 and [SML-IF] 1.1 specifications, but it may be obsoleted by future versions of these specifications.
This document was produced by a group operating under the 5 February 2004 W3C Patent Policy. W3C maintains a public list of any patent disclosures made in connection with the deliverables of the group; that page also includes instructions for disclosing a patent. An individual who has actual knowledge of a patent which the individual believes contains Essential Claim(s) must disclose the information in accordance with section 6 of the W3C Patent Policy. 

1. Introduction

The Service Modeling Language [SML] specification extends XML and XML Schema with a mechanism for incorporating into XML documents references to other XML elements.  A reference to an XML element is encoded by means of markup compliant with one or more  SML reference schemes.  The SML specification defines one reference scheme, the SML URI Reference Scheme, which enables XML documents to use a constrained subset of URIs to encode SML references.  The SML URI Reference Scheme has the significant advantage of guaranteeing referential conformance of models that are exchanged between vendors (see [SML-IF section 5.1]).
However, not all XML documents can be identified by means of a URI; some authority must assign a URI.  Further, documents identified by URIs are not necessarily retrievable using those URIs, since the Web architecture differentiates between the roles of identification and location.  For a “no URI exists” example, the targeted document may be accessible only through a Web service endpoint.  There are many protocols and services, each specifying its own message exchange pattern (MEP), that make documents and document fragments available through interaction with a Web service.  These include (but are not limited to):
WS-Transfer [WS-T] and WS-Management [WS-Man]
WS-ResourceProperties [WS-RP] / Web Services Distributed Management [WSDM]
CMDB Federation [CMDBf]
Other such services may be defined in the future.  It is a common characteristic of these services that their endpoints must be addressed using EPRs.
The SML specification provides a mechanism to define other reference schemes beyond the SML URI Reference Scheme in order to accommodate special purpose reference schemes and reference schemes that fall outside of the capabilities of URIs.  The situation in which an SML model validator must interact with a service that provides a referenced document falls outside what can be accomplished by a URI alone.  The purpose of this Note is to propose a framework for defining SML reference schemes that accommodate references to documents accessed via EPRs.  These are called EPR-based SML reference schemes (EBSRS).

EPRs cannot simply be placed in browsers and dereferenced to locate the target resource.  Processors must know how to process a given EPR and this knowledge involves knowing (1) the operations offered by the service and (2) the protocol required for invoking the service’s target operation.  In this sense, the use of EPRs sacrifices wide interoperability by going beyond the standard architecture of the Web.  Therefore, use of the SML URI Reference Scheme is encouraged and remains the recommended approach for SML models whenever wide interoperability is a goal.  Nevertheless, it is recognized that in some cases model documents may be accessible only through a service that requires being addressed by means of an EPR.  For further discussion of EPRs and interoperability, see [section 4.2].
2.  Framework: Core Characteristics of EPR-Based SML Reference Schemes
This section proposes a set of characteristics, or framework, for EBSRSs.  These characteristics are based on the Reference Scheme Definition requirements of [SML 1.1, section 4.3].  The following guidance is recommended for defining EBSRSs:



1. An SML reference 
should be identified as an instance of an EPR reference scheme if and only if exactly one element information item whose [local name] is EndpointReference and whose [namespace name] is defined by a WS-Addressing specification, (for example, http://www.w3.org/2005/08/addressing), is present as a child of the SML reference.  
2. An instance of an EPR-based reference scheme should be resolved 
by constructing the appropriate message to the service based on the provided EPR and any additional information it has about how to interact with the Web service endpoint.  This additional information includes the signature of the operation that is to be invoked to access the targeted document or document fragment.  This operation needs to be bound into a message to the service (e.g., a SOAP [SOAP] message) according the rules identified below in this item.
Note that to resolve an instance of an EBSRS compliant with this framework, the resolver must play the role of a Web services client.  If the resolver does not have adequate information to construct the appropriate Web services request to the service providing access to the targeted document, then the EPR reference is unresolved.
The resolution process should conform to the following:
a. The Web service client should follow the appropriate binding rules for the EPR as specified in the WS-Addressing specification.

b. The appropriate binding rules for the operation (WSDL bindings [WSDL]) should be applied in constructing the request to the service.

c. The SML reference target [http://www.w3.org/TR/sml#target] should be the content or a child within the content of the service response message.  If there is no response message returned by the service (as defined by the service protocol), then the SML reference is unresolved.

3. Since the URI/IRI in the wsa:Address element of the EPR typically requires out-of-band knowledge to interact with the service endpoint (such as the preceding bindings), an EPR reference scheme does not use target-complete identifiers.

The preceding definition of the Framework Core (FC) is provided as non-normative.  However, if this FC is adopted as the basis of defining EBSRSs (see [section 3.1]), then testing compliance with the framework requires the following changes to the language of the framework.
· All positive FC assertions, e.g. “should
”, “is
”, MUST be interpreted as requirements (MUSTs) in conformity with [RFC 2119].

· All negative FC assertions, e.g. “should 
not”, “is not”, MUST be interpreted as requirements (MUST NOTs) in conformity with [RFC 2119].

· All FC assertions of explicit variability, e.g. “may”, MUST be interpreted as explicit points of variability (implementation-defined
) in conformity with [RFC 2119].

As noted in point 2 above, the additional knowledge that is required by a Web service client to resolve an instance of an EBSRS includes knowledge
 of the operations supported by the service endpoint.  Because the operations are typically not provided in the EPR itself, and the FC does not constrain these bindings, two otherwise equal EPRs with different service bindings could target different documents.  Specific knowledge regarding the MEPs needed to interact with the service pointed to by the EPR may need to be made available to the SML reference resolver.  See section 3.1 for a means by which such knowledge may be made available through an EBSRS.
The following example illustrates how the EnrolledCourse SML reference to a course, PHY101, can be represented using an EBSRS compliant with the FC:

<EnrolledCourse xmlns:sml=”http://www.w3.org/sml/2007/02”

  sml:ref="true">

    <wsa:EndpointReference

            xmlns:wsa="http://www.w3.org/2005/08/addressing">

           <wsa:Address>http://www.university.example.org




   ?CourseName=PHY101</wsa:Address>

    </wsa:EndpointReference>

</EnrolledCourse>

The service providing the university’s list of courses is addressed by the URI http://www.university.example.org.  In this case, the service endpoint expects to receive the identifier of the desired 
course as a query component, CourseName, in the address.  Access to the same content may require a different EBSRS if the university’s service interface involved a different means to target the desired fragment.  For example, section 3.2 provides another example of an SML reference using a totally different EBSRS. 
3.  Using the Framework with Web Services Protocols

Because of the virtually unlimited latitude in specifying Web service interfaces for retrieving documents, EBSRSs may be defined with mechanisms to address the requirements of specific service protocols.  For example, it may be desirable to include in the reference scheme definition a specific wsa:Action that the Web service client is to use in constructing the message to the service, or to provide a fragment identifier as a separate operation parameter 
in the form of a QName or XPath expression.  In some cases, because of the service protocol, it may not be feasible to include this additional information within the wsa:EndpointReference element itself.  The definition of a specific EBSRS should use the Framework Core as its basis, and may add several conditions for identifying an instance of the scheme.
3.1 Example: WS-ResourceFramework Reference Scheme

For example, let us assume that the course listing in the previous example is maintained by a WS-Resource conformant to the [WS-ResourceFramework] specification, and each course is a resource property of this resource.  A specific WSRF Reference Scheme definition might be:

SML 
WSRF Reference Scheme Definition:

· This reference scheme fully complies with the Framework Core (FC) defined in [Framework: Core Characteristic].  

· An SML reference is identified as an instance of the WSRF Reference Scheme if and only if it is compliant with the EBSRS FC and it contains the following:

· it has exactly one child element information item for which all of the following are true:

· its [local name] is EndpointReference 
· its [namespace name] is http://www.w3.org/2005/08/addressing.
· it has exactly one child element information item for which all of the following are true:

· its [local name] is Action 
· its [namespace name] is http://www.w3.org/2005/08/addressing.

· the content of this element must be a URI from the domain docs.oasis-open.org/wsrf/ that represents a valid WS-ResourceProperties request operation.
· it has at most one valid WSRF message request element for which all the following are true:*

· its [local name] corresponds to a WS-ResourceProperties operation element 
· its [namespace name] is http://docs.oasis-open.org/wsrf/rp-2.

· the content of this element is a single QName or XPath expression.
· Resolution of this scheme should conform with the following rules:

· The EndpointReference element is mapped to SOAP Header element(s) as specified in the WS-Addressing SOAP Binding specification [WS-A SOAP].
· The Action child element is mapped to a SOAP Header element with the same QName and content value.
· The WSRF message request element, if present, is mapped to the SOAP Body element with the same QName and content value.
· The SML reference target is a well-known point within the content of the service response message.  If there is no response message
 returned by the service, then the SML reference is unresolved.

· As a consequence of conforming with FC, and not placing additional constraints on the resolution process sufficient to make it fully deterministic in the absence of outside knowledge, this reference scheme does not use target-complete identifiers.
Note that this definition is not proposed as a normative definition of a WS-ResourceFramework reference scheme; however, this lack of normative standing should not be taken as precluding a similar definition.  [Section 4.1] will identify further components of this definition that are required to insure that the reference scheme is interoperable.
3.2 Example: WSRP Reference Scheme 
The reference example in [section 2] and the one in the preceding section 
could reference identical documents if we assume (1) that the documents contain an element of the name PHY101, which is a child of the document root and which the CourseName query component targets, and (2) that this element is represented in the schema of the document as a Global Element Declaration (GED).
To retrieve the PHY101 element via the WSRP reference scheme, the WS-ResourceProperties GetResourceProperty operation may be used.  This operation has a wsa:Action:

<wsa:Action>http://docs.oasis-open.org/wsrf/rpw-2/GetResourceProperty/GetResourcePropertyRequest</wsa:Action>

The WSRF message request element specifies the QName of the targeted document fragment as the content value of the element representing the operation:

  <wsrp:GetResourceProperty 

        xmlns:wsrp="http://docs.oasis-open.org/wsrf/rp-2"
        xmlns:tns="http://www.university.example.org/ns"> 

     tns:PHY101

  </wsrp:GetResourceProperty>

Thus, the SML reference in section 2.0 could be specified with the WSRP reference scheme as follows:

<EnrolledCourse xmlns:sml="http://www.w3.org/sml/2007/02"
xmlns:wsrp="http://docs.oasis-open.org/wsrf/rp-2"
xmlns:wsa="http://www.w3.org/2005/08/addressing"

sml:ref="true">

  <wsa:EndpointReference>

    <wsa:Address>http://www.university.example.org</wsa:Address>

  </wsa:EndpointReference>

  <wsa:Action>http://docs.oasis-open.org/wsrf/rpw-2/GetResourceProperty/GetResourcePropertyRequest</wsa:Action>

  <wsrp:GetResourceProperty 

        xmlns:tns="http://www.university.example.org/ns"> 

     tns:PHY101
  </wsrp:GetResourceProperty>
</EnrolledCourse>

WSRF Reference Scheme instances provide reference resolvers with three essential parts for constructing the message that is to be sent to the university course service: the EPR of the service, the wsa:Action that is bound into the SOAP Header, and the content of the SOAP Body.  Note that knowledge of how to use the service bindings in constructing a SOAP message, for example, what component(s) should go into the SOAP Header and which into the SOAP Body, must be made available too.  This information is typically provided by the WSDL Binding for the service.
4.  Interchange and Interoperability Considerations
4.1 Using EPR-Based SML Reference Schemes in SML-IF Documents
Interchanging SML models consisting of documents containing SML references that use EBSRSs requires special consideration.  Interchange is performed by packaging the documents comprising an SML model into a single document as described in the SML-IF specification [SML-IF].  The following considerations pertain to the treatment of EPR-based SML references in SML-IF documents:
4.1.1  Document Aliasing

Unless the reference scheme is sufficiently constrained to make use of target-complete identifiers, which is unlikely for EPRs, its wsa:Address cannot be used as an SML-IF document alias.  Nevertheless, the referenced document may be embedded in the SML-IF document.  If maintaining the fidelity of these links during interchange is necessary, several alternatives are available, including but not limited to:

1. For each EBSRS instance, the SML-IF producer adds a second reference scheme instance understood by the receiving SML-IF consumer that uses a target-complete identifier.  Note that the identifier value may be generated dynamically from the information given in the EBSRS instance.  If identifiers are generated, they should be globally unique, since SML-IF allows document aliases to be preserved across multiple interchanges.

2. The EBSRS definition can specify an algorithm for generating target-complete identifiers for the purpose of SML-IF URI reference processing as described in SML-IF [section 5.3.4].

Using the first case as an example, the SML-IF document producer generates an alias URI based on information in each EBSRS instance sufficient to uniquely identify the target. For example, the sample WSRF reference from section 3.2 may have a URI alias of (bolded in the following code):
<EnrolledCourse xmlns:sml="http://www.w3.org/sml/2007/02"

xmlns:wsrp="http://docs.oasis-open.org/wsrf/rp-2"
xmlns:wsa="http://www.w3.org/2005/08/addressing"

sml:ref="true">

  <wsa:EndpointReference>

    <wsa:Address>http://www.university.example.org</wsa:Address>

  </wsa:EndpointReference>

  <wsa:Action>http://docs.oasis-open.org/wsrf/rpw-2/GetResourceProperty/GetResourcePropertyRequest</wsa:Action>

  <wsrp:GetResourceProperty 

        xmlns:tns="http://www.university.example.org/ns"> 

     tns:PHY101

  </wsrp:GetResourceProperty>

  <newScheme:generatedWSRFIdentifier

          xmlns:newScheme="http://www...myNewScheme_namespace...">

      http://www.university.example.org?GetResourceProperty=PHY101

  </newScheme:generatedWSRFIdentifier

</EnrolledCourse>

Moreover, the process by which an target-complete identifier reference scheme is resolved to the targeted document within the SML-IF document must be specified in the reference scheme definition similar to the definition of the resolution process for URI references in [SML-IF section 5.3.4].  (Specifying this resolution process lies beyond the scope of the current Note, since no normative definition of an EBSRS is being proposed.)

Note that an SML URI Reference Scheme instance may be generated from a given EBSRS instance if the resulting reference scheme instance can be resolved in the SML-IF document according to the process defined in SML-IF section 5.3.4.  However, it is not expected that an EBSRS instance will frequently be able to fulfill this role.

Document Locators

EPRs as values of the SML-IF <document>/<locator> element are subject to the same semantic and processing requirements as are EBSRS instances.  EPR document/locators should be avoided if wide interoperability is desired, unless an equivalent target-complete reference is provided for every such reference.
4.2 Interoperability
Unless EBSRS instances are also represented by SML URI Reference Scheme instances, an SML-IF document containing EBSRS instances will not in general be referentially conforming as defined by [section 5.1] of the SML-IF 1.1 specification.  However, [section 4.1] defines two mechanisms by which, in the absence of generating an SML URI reference scheme instance for an EPR reference scheme instance, an EBSRS definition can partially address interoperability issues at the level of the SML-IF document.**  These mechanisms are:
1. An algorithm for generating document aliases from EBSRS instances so that targeted documents can be identified within the SML-IF document, and 

2. A process by which an EBSRS instance is resolved 
within the context of a targeted document in the SML-IF document.

Definitions of EBSRSs should be sufficiently rigorous to support model interoperability amongst those vendors who agree to use a specific EBSRS. 
5.  Summary 

The following points summarize the issues that should be considered when defining an EBSRS.
1. Consideration should be given to using the Framework Core described in [section 2] and adopting it as normative.  Using the framework is urged because it will bring a commonality to reference scheme definitions when using EPRs.

2. Consideration must be given to the operations and their parameters offered by the service interface through which the document or document fragment is accessed.  The critical issue in defining an EBSRSis how much of this special knowledge should be captured in the EBSRSitself and how much might be otherwise made available to the model consumer.



3. If it is anticipated that documents targeted by an EBSRS will be included by value in an SML-IF document, then an algorithm by which a unique URI alias can be generated for an instance of the scheme must be defined as part of the reference scheme definition.  This algorithm may be used to generate a reference scheme that points to a document embedded within the SML-IF document.  The algorithm may generate an SML URI reference scheme from the EBSRS as long as the resolution process follows the resolution process specified for SML URI reference schemes.
4. If it is anticipated that documents targeted by an EBSRS will be included in an SML-IF document, then the process by which an instance of the EBSRS is resolved within the SML-IF document must be defined as part of the reference scheme definition..
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** Other considerations related to interoperability exist even if the reference schemes may be defined with sufficient rigor to insure interoperability amongst those who adopt implement the reference scheme.  These other issues include whether model documents are embedded or included by reference only in the SML-IF document and whether the SML-IF document is schema-complete.  These issues lie beyond the scope of this Note.  For further discussion, see SML-IF, [section 4.5].





�I started by accepting all comments, so all here is mine.


�There are a lot of cases.  SML already has to explain them.  Simpler to omit it here, since it is not the focus.


�This name is SO long, and there are SO many variations of it used later, I finally gave up and started replacing them all with the FLA except for titles


�Should we recommend a URI for the reference scheme?  Even though SML does not require one, we might consider it (or assert it as) a best practice.


�It is an element by definition.


�Any SML-IF consumer might have to de-reference, not just validators.  I think whatever actor does it, the process is the same (at this level), no?


�This seemed easy to interpret in a way that would be contrary to Web architecture.  The non-query and non-fragment components of the URI are the service address.  The query component should (Web arch) be used to disambiguate if the service fronts more than one document.  The fragment component is defined by the media type.


�Very strange to say should becomes MUST.


�This you could say is a MUST (I think) but it might be simpler to use un-CAPS rfc 2119 keywords to start with.


�ditto


�even weirder – would be OK with “MAY + implementation-defined as the latter term is defined by SML”  implementation-defined is not part of 2119 either.


�the origin of the information might vary , but it is always needed.


�In theory, you don’t even know if a course is a document or a fragment behind the curtain.


�This would be contrary to web architecture though, if the document is URI-identifiable.


�Don’t necessarily care about the form of this change, but should be consistent with WS-Resource Properties 


�Maybe…if so, need to tweak later copies of this text


�To the point in the footnote: you could fix that.  What you need is a well-known point, e.g. the root, as the target document to which any fragment should be applied.


�I’m moldy on web services: is a fault considered a response normally?


�Those are not obviously peers to me.  First is small snippet, second is entire section (otherwise “preceding” does not mean 3.1 and I’m confused)


�Suggest we not go here – not conformant with Web architecture.  The action should be sufficient, no?  Leave course name as part of the query component of the WS-Addressing address.


�Could reference/plagiarize rfc 2557 too, it makes similar statements.


�I don’t get this.


�Agree – it’s an implementation issue for resolvers of those references 


�I AM NO LONGER SURE WE WANT TO RETAIN THIS CONSIDERATION.  It goes beyond processing based on a Web protocol.


�I think you need at least one of new-3 and new-4, and that is sufficient (i.e. both are not required).  Right?
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