Proposal for the EPR scheme

Kirk Wilson, CA

Issue:       4637:  Description of the EPR scheme
See also:  5102:  Refer to uri and epr schemes consistently (FIXED)


    5106:  sml 4.2.2 discussion of the scheme.


    5119:  Consolidate def. of uri/epr scheme in sml spec.


    5242:  Define how the EPR scheme is resolved

The goal of this proposal is to address issues 4637 and 5242

Email:

Valentina: email 9/7 on Construction of EPR Reference Scheme:
http://lists.w3.org/Archives/Public/public-sml/2007Sep/0078.html
(See also my response, http://lists.w3.org/Archives/Public/public-sml/2007Sep/0085.html, but for purposes of this proposal, the original email in which Valentina lays out her view of the EPR scheme is more important.  A more considered response is contained in this proposal.)
Use cases:

I quote from Valentina’s email:

There are at least two that I know of, both of them coming from the COSMOS implementation of the SML Data Center repository: 
1. The SML repository is distributed in the sense that there are more than one producers (or contributors) to this repository. I want to be able to reference SML resources through a single point of control because contributors can use different means for storing this data; a service will be responsible to locate the resource a client is looking for and give back the result. 
2. The access to an SML resource must obey some sort of governance rules. You are only allowed to ask for a resource through a web service (there are different reasons for this approach, let’s say you want to monitor how many times one resource has been accessed)
These use cases establish the need to front-end SML resources (documents) with a service that provides access to possibly many documents.  I would like to add the possibility of using other sources of resource documents such as WS-ResourceFramework (WS-ResourceProperties) [1], WS-ResourceTransfer [2], and WS-Transfer [3] protocols to the possible use cases.  These protocols would provide real-time access to a document of a resource’s properties (instance documents).  (I don’t have a real use case for this.)  Note that the documents retrieved via these protocols typically do not have URIs.
Note that at the present time we have no idea of what the protocols are for the document services in the two identified use cases.  At least the protocols for the extended set of document services are completely document so that we have some idea of what we are aiming to interact with.  A central claim of this discussion that it is clearly beyond the scope of the SML specification to specify the protocol of services.  Otherwise we would need yet another level of conformance for document services identifying those that offer a service conformant with how SML specifies the structure of the EPR scheme

The idea is that the EPR scheme should be compatible with a range of types of services that provide models and instance documents of resources.

How the EPR “Works”

What does an EPR “address”?

Clearly, an EPR is meant to address a service, not a document.  Services might provide a document, but the URI of the document (if it even has one) and the address of the service should be different URIs.  For example, a service has a WSDL; a document does not have a WSDL.  Note document URI may be specified with a fragment identifiers, but no fragment identifier is permitted in the URL of a service because that URL has to be an absolute URI (intuitively, what is a fragment of a service?).  The endpoint of the service is specified as a URI (URL) in the wsa:address element of the EPR.
The consequence is that the URI of the SML resource (document) cannot be the contained in the wsa:address.  The question arises, Could query portion of the URI carry the URI of the document?  This approach makes the assumptions that all schemes will be reducible to a single simple string (value of the query).
The alternative appears to be to put the scheme in the wsa:ReferenceParameters element of the EPR.  Indeed, this approach yields the example from Valentina’s proposal of 9/7:

<EnrolledCourse xmlns=http://www.university.example.org/ns 
 xmlns:sml=”http://www.w3.org/sml/2007/02” sml:ref="true"> 
  <wsa:EndpointReference 
       xmlns:u="http://www.university.example.org/schema"> 
    <wsa:Address>http://www.university.example.org/univ</wsa:Address> 
    <wsa:ReferenceParameters> 
        <sml:uri> 
       http://www.university.example.org /Universities/MIT/Courses.xml#xmlns(u=http://www.university.example.org/ns) 
        xpointer(/u:Courses/u:Course[u:Name=’MAT100’]) 
                     </sml:uri> 
    </wsa:ReferenceParameters> 
  </wsa:EndpointReference> 
</EnrolledCourse>
Is it advisable to use ReferenceParameters?
I will return to this example, because I believe it does demonstrate an important point that is necessary to understand how a solution to the problem will need to work.  There are, however, several problems, I believe, in the use of ReferenceParameters in this situation.
1. It is clearly the intent of the WS-Addressing specification to say that clients should NOT provide ReferenceParameters.  ReferenceParameters are to be treated as opaque by the client.  Indeed, although the WS-Addressing spec does not say this, other W3C documents have said it [4]: the basic purpose of the ReferenceParameters is to provide functionality similar to that of cookies.  For the client to manipulate and (worse) to create ReferenceParameters is as if clients were to create a cookie.
2. The major problem with this approach is, Does the service want the scheme as part of the ReferenceParameters?  The answer to this question depends on the protocol definition of the service.  Maybe it does, but (hopefully from the EPR purist perspective) maybe it doesn’t.  The point is that the SML specification can’t define the protocol requirements of other services (such as the COSMOS Data Center services).
3. Moreover, putting the scheme that pertains to the document in the ReferenceParameters seems to be repeating errors made by the early Web-based management standards: namely, assuming the architecture of the service (i.e., the presence of a “resource” behind the service) is to be captured in the EPR (and putting this information in the ReferenceParameters because it doesn’t seem to go elsewhere in the EPR).  Clearly, this approach was never part of the WS-Addressing specification, and it has been a point of controversy regarding the management protocols.
In short, I believe it is bad idea to embed any scheme for a document in the EPR itself.  Indeed, it could be inconsistent with the protocol of the service that provides the document.  You have to know what that is and how to construct the message that goes over the wire.  The EPR is only the addressing mechanism to send a message to the service that provides the document.  What that message looks like (how it is constructed) is of no concern to the EPR.
Transporting SML reference schemes
Although the prior proposal wraps the sml:uri scheme in the EPR, what is really happening is that the EPR is being used simply as a transport mechanism to transport a SML reference scheme to a service that understands it.  While I have argued that it is probably a bad idea to do this, the basic idea behind what the EPR scheme is trying to accomplish, and what Valentina’s proposal clearly demonstrates, remains: namely, getting a reference scheme to a service that understands it.  This point raises several questions:  Why confine the EPR scheme to the sml:uri scheme?  Why could not any scheme be transported to service?  (In terms of the example, why couldn’t any scheme be included in the ReferenceParameters?)

I would like to argue that the so-called EPR-scheme is not a SML reference scheme in itself (like sml:uri or the reference schemes that we anticipated could be defined), but rather a “super-scheme” that is capable of transporting any defined scheme to a service that understands it.  On this view there are, theoretically, two components to the EPR scheme:

The EPR that points to the document service endpoint (which may or may not be a physical component of the scheme in the SML model—that will need to be decided), and


A SML reference scheme, which must be bound to a message that goes over the wire in conformance to the protocol of the service that will process it.

These should be viewed as two independent components.

*************  REALLY ROUGH BEYOND THIS POINT

A service can specify how it wants to get the SML schemes it understands.  There are at least two ways to transport this scheme a scheme to a service (assuming that it doesn’t want the scheme as either a query value or the contents of the ReferenceParameters):


As the content of a mustUnderstand element in the SOAP Header


In the SOAP Body as a parameter of a GetDocument operation provided by the service.

NOTE:


The EPR can contain the WSDL of the service it addresses.  The EPR provides an optional element, <wsa:metadata> which can contain WSDL.  This point has potential value to arriving at a solution of the EPR scheme issue.

WHAT REMAIN TO BE DONE:


DEFINING THE EPR SCHEME—what elements need to provided, specifically, how is the consumer made of aware of the protocol of the service.


RESOLVING THE EPR SCHEME—how is the EPR scheme used to generate a SOAP message that goes over the wire and communicates with a document service.

Requirements of the EPR Scheme

Resolving an EPR Scheme (Issue 5242)

Binding of the EPR


It is important to realize that an EPR exists as a unified structured only on the service or when passed to the client.  When the client uses the EPR to address a service, the parts of the EPR are bound to the medium that does go over the wire.  WS-A spec provides binding to SOAP: the parts of the EPR are expressed as independent elements in the SOAP Header.  In particular the wsa:address in the EPR is mapping to the wsa:To element in the SOAP Header.  In addition, the mapping adds a wsa:Action to the SOAP header, which expresses the semantics of the action to be performed on the service: this is specified by the protocol.


What of the SOAP Body?  The EPR has nothing to do with that.  The SOAP Body is a matter of interface exposed by the service.  NOTE: some document retrieval services such as the Get operation in WS-Transfer does not require a SOAP body, but do require a specific wsa:Action in the SOAP Header.  Note that under WS-Transfer the URI of the retrieved document is never specified (indeed, in the general use case addressed by WS-Transfer, the document may not even have a URI) and the document is unique to the service.  WS-Transfer, moreover, does not permit retrieval of fragments.  An extension of WS-Transfer, in the current WS-Management specification, which retains the Body-less SOAP message, includes a special mustUnderstand SOAP Header element that conveys an XPath expression describing the desired document fragment.  Other document retrieval services may specify specific operations to be contained in the SOAP Body, e.g., GetDocument(), GetDocumentFragment().

Specifying the protocol with the Service

An EPR can specify the protocol for the service by including the service’s WSDL in the wsa:metadata.
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