3.1 Modularization

. . .

The SWAN ontology ecosystem has been created as a set of ontologies or modules. Thus, when we refer to the SWAN ontology, we actually refer to a collection of ontologies or modules. Each module is covering one single topic and is developed to have the highest cohesion and the lowest coupling possible. This modularized approach has been adopted for different reasons: 

· small and cohesive ontologies are easier to create, verify, maintain and understand. An iterative development method can be applied and those interested in one single aspect of the ontology can focus on a specific module without having to understand the architecture and details of the entire ecosystem
· modularization allows a partial and independent reuse of single components of the ontology ecosystem. The SWAN ontology has been initially developed for representing scientific discourse in neuromedicine. However, the current architecture allows those interested to adopt a significant part of the SWAN ontology for representing discourse related to any domain in science. And this would still assure an important level of integration with other SWAN ontology-based applications 

· modularization allows ontology swapping when needed. Given the high cohesion and the low coupling, it is easier to substitute a module with a third party domain ontology covering the same topic. 

3.2 Fostering Reuse

Even if, currently, most of the integrated domain ontologies have been developed in the context of the SWAN project to fulfil specific requirements, one of the main objectives of the SWAN project is third parties domain ontologies reuse. In fact, it is not realistic to think of the SWAN project as definitive provider for all the domain ontologies related to biomedicine and science in general. 

The core of the SWAN ontology is represented by the scientific discourse module [?]. This represents the basic infrastructure that can be enriched through integration of domain ontologies. An initial implementation of those required by the applications is provided [SWAN-ONT-WEB]. In parallel, the community gravitating around the SWAN ecosystem is involved in a constant process of monitoring new and growing domain ontologies developed by other communities and covering topics of interest. If such ontologies are proven to cover the application requirements and demonstrate a large adoption they can replace of the internal ontology implementation.  

. . .
4 Architecture 

extension: extensions modules are covering topics (a) that can be related only to some fields of science (b) for which there could be more than one implementation (c) for which a temporary solution has been provided and it is possible to forecast its substitution. The current extensions modules are:  

. . . 
citations: it covers the requirements of the SWAN applications but could be swapped with another ontology for representing bibliographic records such as the Bibliographic Ontology [BIBO].
6 Usage of SKOS

SWAN aims is publishing only scientifically valuable curated content, the taxonomical approach is therefore implemented at community level to solve tagging issues such as: ambiguity (a tag can get two different meanings, e.g. "apple"), heterogeneity (e.g. "apple", "pomme", "manzana") as well as the lack of organization between tags (e.g. there is no way, unless applying clustering methods, to find a link between the tag "apple" and the tag "fruit"). Ideally, the annotation should be performed through ontologies and shared knowledge bases. This is the case of genes and proteins that are expressed through the SWAN life science entities ontology [Lses] ["WHAT IS MEANT BY Lses"?]. However, when it is not possible to reuse an existing ontology and when the development of a new ontology is not justified . . . [THIS SENTENCE IS INCOMPLETE].
In fact, in our experience, creating, documenting, publishing and maintaining OWL ontologies or RDF Schema vocabularies can be a complex, time consuming - sometimes timely unpredictable - task. It is not only a mere problem of using the right tools, the bodies of knowledge to be represented are often heterogeneous, incomplete and with not well defined boundaries. This leads to the need of highly skilled and experienced knowledge engineers that should be able to leverage the usage of the proper foundation ontologies and the reuse of suitable existing domain vocabularies/ontologies. In those cases where timing is critical and little inference is required, the option of lightweight or agile classification/annotation scheme development methods can be attractive.

