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Ontology Working Group (OWG)
Mission and Scope

The scope and mission is determined by one of the goals of the Healthcare and Life Sciences Special Interest Group (HCLSIG) specified in the charter, viz., “Core vocabularies and ontologies to support cross-community data integration and collaborative efforts”. The main thrust of activities will be around the theme of coming up with best practices that revolve around the definition, creation, evaluation and maintenance of ontologies in the context of well defined use cases that are likely to be of interest to the broader HCLSIG community. Towards this end, this group will collaborate with other working groups within HCLSIG and the National Center for Biomedical Ontology (NCBO)  to achieve it’s objectives and targets.

Statement of Objectives

A set of use cases exemplifying the vision of the bench to the bedside will be specified. A carefully selected subset of these use cases will form the context for answering a set of questions that are likely to arise in the minds of a healthcare practitioner or a life science and clinical researcher as he she attempts to use ontologies and semantic web specifications to address his information and knowledge needs. These questions are:

1. What is an ontology? A very pragmatic definition which encompasses among other things, terminologies (such as Snomed, GO) and information models (such as HL7 RIM). A working definition with guidelines and examples from various healthcare and life science applications need to be developed. The current definition of an ontology as enunciated by the W3C needs to be examined and extended if required. Ontology as a model of use needs to be emphasized in contrast to ontology as a model of meaning. The strategy will be to assimilate current “ontology-like” artifacts and extend them to create OWL-DL ontologies demonstrating with use case examples the value achieved in doing so.

2. What information should be represented in an ontology?
 The various knowledge artifacts that could be represented using ontology-like artifacts need to be enumerated. Candidate representations of these artifacts could be terminologies such as Snomed and Gene Ontology, various Genomic artifacts such as Genes, Variants, Proteins and various clinical artifacts such as Clinical Documentation templates and Clinical Decision Support Rules. Ontologies can also be used to encode processes and process models related to biological pathways, clinical care protocols, clinical guidelines and web services annotation models. Other artifacts that need to be designed and represented in an ontology could be namespaces, mappings of ontological elements to underlying database schemas and other data structures and mappings across various identifier and value sets.

3. How should information be represented in an ontology? Various candidate possibilities of representing information and knowledge in an ontology are based on available standards such as RDF, OWL and SWRL. A set of best practice guidelines needs to be identified for knowledge representation. Furthermore the need for representing probabilistic knowledge is also crucial in the HCLS areas. Some sources of uncertainty include: uncertainty in data (e.g., uncertainty in genotyping data from the affymetrix chip), uncertainty in evidence, uncertainty in hypotheses, and quality/trust judgements (e.g., I trust HCM test results more from lab X then from lab Y). Current standards (RDF/OWL/SWRL) need to be investigated whether these requirements can be supported or the HCLSIG should propose some OWL/RDF extensions.

4. How should ontologies be created?
 Collaborative approaches to develop ontologies with the involvement of subject matter experts, information architects and modelers and various application consumers (geneticists, clinicians). The ontology created should be a by product of performing a daily task (e.g., reporting on results of gene tests) and should have an immediate value (e.g., reporting templates).
 For instance, in the life sciences domain, the processes of annotating data should be interleaved with the processes of creating the ontology. A set of building blocks and templates for ontology building that are specific to HCLS areas should be identified.

5. How do we support ontologiy interoperability? Distributed ontology development encourages participation of domain experts. The resulting ontologies more accurately reflect rich, well-contextualized knowledge, but this also increases the challenge of global interoperability. This group should identify strategies for ontology federation, including web-friendly mechanisms for cross-ontology mapping, inferencing in the face of incomplete consistency, and distributed or modular reasoning.
6. How should ontologies be maintained? Knowledge change and evolution is a key issue in the HCLS areas. Especially there is a need for the use of old data against a new ontology and the use of new data against an ontology. As an ontology evolves so do the mappings of that ontology to the underlying database schemas.  Issues such as versioning, history and diffs, provenance, dependency propagation and ontology lifecycles are of critical importance in the HCLS areas.

7. How should ontologies be evaluated?
 Ontologies can be evaluated using general principles of sound ontology design from the Knowledge Representation literature and taxonomy design principles from the Library Sciences. Issues such as the quality of ontologies depend on the evaluation of their content and their performance in an application context. These issues will become increasingly important as ontologies are increasingly used in the HCLS areas.

Tasks and Deliverables

1. Use Case Document: 1 month – in consultation and collaboration with the other working groups: Unstructured-Structured Data Working Group, Process Working Group and Ecosystem Working Group.
2. Ontology Definition Whitepaper: 3 months – in collaboration with the NCBO.  This white paper will survey all “ontology-like” artifacts that are currently being used in the HCLS areas and illustrate in the context of use case examples the value of extending them into OWL-DL ontologies

3. Ontology Representation and Best Practices Report: 1 year – in collaboration with the NCBO, Process Working Group and Ecosystem Working Group. This report will contain a list of knowledge artifacts that are currently being used in the HCLS areas and identify best practices of representing them with proposed extensions to current standards. A set of current ontology fragments such as Snomed, MedRA and GO will be represented using these standards in the context of the use cases and insights from the experiences will be presented. In particular a set of pragmatic building blocks for the use cases at hand will be proposed. 

4. Creation of Wikis for Ontology Development: 6 months – in collaboration with the NCBO and other bodies such as Snomed and OBO. These wikis will bring together a set of subject matter experts, information architects and modelers from various HCLS areas in a open and self-organizing manner to create ontologies, information models and other knowledge artifacts.
5. Ontology Maintenance and interoperability Report: 18 months – The NCBO is in the process of developing techniques and best practices for creating ontologies. This report will describe an application of these techniques and best practices to the HCLS areas. The NCBO will take the lead in achieving this deliverable with feedback from the members of HCLSIG.
6. Ontology Evaluation Report: 18 months - The NCBO is in the process of developing tools and techniques for evaluating ontologies. This report will describe an application of these techniques and best practices to the HCLS areas. In particular, the HCLSIG members could participate in the ontology evaluation network proposed by the NCBO. The NCBO will take the lead in achieving this deliverable with feedback from the members of HCLSIG.
7. Solution Design for a particular use Case: 2 years – The solution design would involve activities such as conversion of a subset of pre-existing ontologies/vocabularies such as Snomed, GO and MedRA into the OWL standard, creation of mappings of the subset ontology to well knownd databases such as GeneBank, Swiss Prot and some clinical databanks. Queries will be designed against the ontologies and the examples of the execution and final results will be presented. This will involve close collaboration with the Unstructured – Structured Data Working Group
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Comments, suggestions, and questions:
First section Statement of Objectives (SoO)

Why try to imagine and invent questions and not pose prospective user groups what they would want to ask ‘the ideal system’? When we do such a survey, we may be able to generalize toward the types of queries a typical system should be able to answer, increasing the chance to develop methodologies and implementations usable to a broader audience and helping the people from the standardization groups (like mentioned in the last sentence of point 3 in the SoO) to indeed develop query languages that can do what we want.  

SoO point 1 & 3, and task2:

Point 1 and task 2 mention we should go with OWL-DL, whereas the first sentence of point 3 keeps the door open, which reads like a contradiction. Framing this in a wider problem: what exactly do we want to do with the ontologies? In which (existing / prospective, kind of) systems do they need to be used? And what for? Which representation language is best for the occasion; SoO point 3 mentions this, but this is not reflected in the tasks&deliverables. OWL-DL is good for some reasoning, but not specifically for querying. Not all query languages are equal in what types of queries they support. Conversely, if the SoO would be extended to not just querying, then the question pops up as to what reasoning would we want to do with the ontology. E.g. SoO point 5 says one even wants distributed reasoning – not that reasoning and what reasoning should the system be able to do is addressed as a topic of work (i.e. no task&deliverable mentions this). Getting a finer-grained statement of requirements could be a useful task & deliverable as, based on the draft text, it doesn’t make the description of task1 convincing enough that it will address this.

SoO point 4

I agree with comments APS2 and APS3.

SoO point 5

This objective is added but does not return in the list of tasks (despite that the title of TD 5 is changed). In particular, things like distributed ontology development, ontology federation, and then versioning and update strategies. These are well-researched topics in databases (federation and updates), networking (e.g. like router table updates), and software development methodologies (modular distributed development), which may be of use – the basic principles at least. But see also TD 5 below.

Tasks and deliverables (TD)

TD 2 & 3

Considering task2 is white paper with survey of “ontology-like” artifacts, and in task3 to create a list of knowledge artifacts, it makes sense to combine these activities into task2, as they’re both looking into a similar theme. This then can have a division of ‘ontology-like’ artifacts and artifacts that possibly can be ‘bumped up’ to become an ontology. Then task3 will look into the best practices of both type of artifacts for the “pragmatic building blocks”, although from the description it’s not directly clear what they are. How I interpreted it, is that the “pragmatic building blocks” intend to deliver guidelines on how best to do the modeling of the content of an ontology and how one can improve its quality, and probably how one can ‘migrate’ from a simple taxonomy and ‘knowledge artifact’ to a full-fledged formal ontology.

TD 5

This is related to task3 in the sense that both deal with setting up a proper ontology development environment: task3 concerning modeling the content and task5 about the supporting processes of doing so. I assume this takes into account also the supporting software that shall facilitate this process? (or is this limited to the Wiki task4?) It would be nice if this then also can include the developed building blocks of task3 integrated with the software to have software support for the good modeling practices (be it in the form of e.g. questions to the user, background reasoning checks for classification, whatever). 

The title of the task says maintenance and interoperability, whereas the description focuses on development & creation – to me, they are related, but separate themes.

Returning to SoO 5 comments, is that one intended to be added to task5? If so, then it will be a rather large task, and may benefit splitting up and getting more engineers put on this task so as not to have to reinvent the wheel.

TD 7

“queries will be designed against the ontologies” links up with my comments above (under ‘First section SoO’ and ‘SoO point 1 & 3, and task2’). What query language? OWL-QL, SPARQL, RQL, SeRQL, XQuery, SQL, StruQL? To name a few, where OWL-QL isn’t usable for recursive queries, and the others are for RDF, XML, and database querying respectively. Please don’t understand me wrongly, I’m not against using OWL, but considering the emphasis in the draft is on querying then limiting oneself from the start to stating to use OWL only (SoO point 1 and TD 2) surely is better for creating problems-to-solve than solving extant problems to achieve a successful implementation stage. 

And do you intend to a) query the ontology itself, or b) use ontology-guided query formulation to access the data, or c) link up the data with the ontologies, or d) make annotation easier, or all of them? At least the last sentence of SoO point 2 suggests option c, and SoO point 4 indicates d. but I’m going in circles, as deciding on these things has to do with the procedure of formulation of a clear statement of requirements that I would like to see included in task1.

�Provenance model and explicit representation/capture of provenance data is critical; I think provenance is more than a maintenance issue (where it has been identified)


�In general, ontologies have been created as part of a social process involving a community effort or interested experts; or a process in which schema is designed by humans but instances/population is carried by automated and semi-automated techniques, and by automated means through corpus analysis and subsequent curation.  We may want to identify successful cases of each of these.


�I disagree that ontology creation has to be tied to daily tasks/activities; it could be in some cases, but in many cases, ontology creation/management may be independent of its usage—in terms of people involved, knowledge involved, work activitiy, etc.


�There are two or three proposals on ontology quality on the table, and very early evaluations—if more become studies involving life science and health care ontologies available during this workgroup’s existence , then we may want to take a notice of those (I will forward one study to the group in a few days)
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